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Abstract

This thesis explores the application of language models to address the challenge of
information extraction from unstructured data, namely Curriculum Vitae documents.
Traditional algorithmic approaches often struggle with the complexity and noise in-
herent in such data, prompting an exploration of use of more advanced techniques. A
benchmark of 63 annotated samples was developed to lay foundation for model eval-
uation, as well as comparison with existing commercial tools. Several small language
models, including SmolLM-1.7B, LLaMA3.2-1B and Qwen2-1.5B, as well larger models
such as LLaMA3.2-8B and GPT-4o-mini were fine-tuned and tested on the benchmark.
Findings reveal that large transformer models outperform other tools in accuracy, while
smaller models offer a practical trade-off for resource-constrained environments. The
study provides performance and error analyses, as well as insights on the impact of
different training data sizes on the small models.

Táto diplomová práca skúma aplikáciu jazykových modelov na riešenie problému ex-
trakcie informácií z neštruktúrovaných dát, konkrétne zo životopisov. Tradičné algorit-
mické prístupy často zlyhávajú pre zložitosť a rôznorodé formátovanie, ktoré je inher-
entne prítomné v tomto druhu dokumentov, čo dáva podnet na skúmanie pokročilejších
techník. Počas tejto práce bol vyvinutý referenčný dataset 63 anotovaných vzoriek,
nutný pre hodnotenie modelov, ako aj pre porovnanie s existujúcimi komerčnými
nástrojmi. Natrénovaných bolo niekoľko malých jazykových modelov, ako napríklad
SmolLM-1.7B, LLaMA3.2-1B a Qwen2-1.5B, ako aj väčšie modely ako LLaMA3.2-
8B a GPT-4o-mini. Tie boli následne testované na referenčnom datasete. Výsledky
odhaľujú, že veľké transformerové modely prekonávajú iné nástroje v presnosti, zatiaľ
čo menšie modely ponúkajú praktický kompromis pre podmienky s obmedzenými zdro-
jmi. Práca poskytuje analýzy výkonnosti a chýb, ako aj poznatky o vplyve rôznych
veľkostí tréningových dát na malé modely.

Keywords: resume parsing, information extraction, LLMs, small language models,
transformers

Disclaimer: In the process of writing this thesis Grok 3 was used for grammar, stylistic
and phrasing enhancement. The author has full responsibility for the content and
correctness of the text.
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Chapter 1

Introduction

This thesis is practically motivated by the need to improve the recruitment process’s ef-
ficiency. The tools we developed, utilizing language models for CV parsing, are actively
implemented in Kickresume (KR), a platform for resume creation and job searching.
Additionally, KR supported this research by providing essential data and resources. To
comply with regulations and prevent harm to the company’s intellectual property, this
data can not be disclosed. While a Curriculum Vitae (CV) and a Resume serve distinct
purposes, the parsing process for both documents is equivalent. Therefore, for stylistic
purposes of this thesis, the terms are used interchangeably without differentiation.

1.1 Curriculum Vitae Parsing in Modern Recruitment

In the area of human resources and recruitment, the ability to efficiently parse CVs
or resumes is becoming a crucial part of employee acquisition. As organizations work
towards optimizing hiring processes, Applicant Tracking Systems (ATS), job matching
algorithms, and diversity analytics, are enabling recruiters to manage large volumes of
applications with precision. Having the ability of extracting structured information,
such as names, education, work experience, and skills from the often unstructured and
diverse formats of resumes is important for the tools to work. The average corporate
job attracts 250 resumes on average [6], supporting the need for automated solutions
to reduce manual effort, enhance candidate experience, and ensure qualified applicants
are not overlooked.

CV parsing transforms unstructured resume data into structured formats like JSON
or XML, providing easy to work with data for recruitment workflows. This automation
not only accelerates candidate screening but also minimizes human error and bias,
creating fairer hiring environment. However, the complexity and diversity of resumes
poses significant challenges, calling for advanced technological solutions to achieve high
accuracy and scalability.

1



2 CHAPTER 1. INTRODUCTION

1.2 Challenges in CV Parsing

The task of CV parsing is inherently complex due to the variability and ambiguity
present in resumes. Unlike standardized documents like invoices, resumes lack a uni-
versal format, appearing as text files, PDFs, or Word documents with diverse layouts,
including tables, bullet points, embedded images or pages split vertically. The language
used is equally varied, with dates (e.g., "2010-2015" vs. "2010 to 2015"), job titles, and
skills expressed in multiple ways. Ambiguities further complicate parsing, for example,
"Cassandra" could refer to a candidate’s name or a database technology.

Furthermore, resumes often include non-textual elements like logos or scanned im-
ages, which traditional parsing methods struggle to process. The globalized workforce
adds another layer of complexity, requiring parsers to handle multiple languages and
cultural contexts. Conventional approaches, such as rule-based systems or early ma-
chine learning models, are limited in addressing these challenges. Rule-based systems
rely on predefined patterns, which are brittle against diverse formats, while keyword-
based or basic named entity recognition (NER) models often fail to capture contextual
nuances. These limitations can lead to missed candidates and financial losses.

1.3 Language Models in CV Parsing

The advancement of natural language processing (NLP) with the invention of large
language models (LLMs) has transformed CV parsing by offering robust solutions to
these challenges. Transformer-based models, such as BERT, GPT, and LLaMA, excel
at understanding and generating human-like text, making them a strong option for
tasks requiring contextual analysis. Specifically for our task, these models can identify
entities like names, dates, and organizations (NER), resolve ambiguities by understand-
ing meaning, e.g. distinguishing "The University of Oxford" from "Oxford University"
(Semantic Analysis), or analyze relationships between words and sections to categorize
information accurately (Contextual Understanding).

Smaller, efficient models, such as distilled versions of LLMs or open-source alter-
natives like LLaMA, offer scalability and cost-effectiveness. This thesis investigates
both state-of-the-art (SOA) models, like GPT-4o-mini, and smaller models, such as
SmolLM, SmolLM2, LLaMA3.2, and Qwen2, to assess their feasibility across resource-
constrained environments.

1.4 Gaps in Current Research

The CV parsing field lacks standardized public benchmarks suitable for both academic
research and commercial applications, which is mostly caused by the commercial sen-
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sitivity of CV parsing data, where companies must protect their proprietary datasets
and intellectual property to maintain a competitive edge.

The amount of publicly accessible CV datasets for NLP research is limited, primarily
due to the sensitive nature of personal information contained within CVs. Such datasets
inherently include personal details like names, contact information, education, and
work history, raising privacy concerns and legal issues regarding data protection and
consent. Even when datasets are made public, they often suffer from low quality and
lack the necessary variability in formatting and styling that characterizes real-world
CVs.

These are some of the conditions causing the potential of language models in CV
parsing to be heavily understudied, in spite of an evident usage of large SOA models
like GPT-4o commercially.

1.5 Contributions of This Thesis

This thesis focuses on exploring the capabilities of language models in CV parsing.
The research objectives are as follows:

Evaluate Language Model Performance: By training and testing an SOA
model (based on GPT-4o-mini) and smaller models (SmolLM, SmolLM2, LLaMA3.2,
Qwen2) on proprietary datasets, this study assesses their effectiveness in handling
resume variability.

Develop a Public Benchmark: To make a step towards improving the stan-
dardization in the field, a public benchmark comprising of 63 manually parsed resumes
was created, accompanied by a schema describing resume structure and an evaluation
method.

Compare with Existing Services: The SOA model and smaller models were
benchmarked against commercial CV parsing services, providing insights into their
practical applicability and competitiveness.

These contributions aim to advance both academic understanding and practical
applications of CV parsing. The public benchmark addresses the lack of standardized
datasets, while the evaluation of diverse models provides insights into their suitability
for this use case. By comparing proprietary models with commercial services, this
thesis highlights the potential for language models to enhance recruitment efficiency.

1.6 Scope and Limitations

This study focuses on language model-based CV parsing, utilizing proprietary datasets
in the development, and the creation of a public benchmark to measure performance
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of such models. Due to the proprietary nature of the datasets, detailed data cannot
be shared, but methodologies and insights are thoroughly documented. The public
benchmark, with 63 resumes, is designed to be representative and is comprised of text-
based PDF and DOCX resumes. Future work could explore multimodal approaches
incorporating layout and visual information. The issue of multilingual parsing is beyond
the current scope.

1.7 Thesis Structure

The thesis is organized as follows:

• Chapter 2: Related Work - surveys traditional and modern CV parsing methods.

• Chapter 3: Methodology - details data preparation, model training, evaluation
frameworks, and the public benchmark’s development.

• Chapter 4: Result Analysis - presents model performance on public benchmark,
error analysis, and comparisons with commercial services.

• Chapter 5: Conclusion - summarizes findings, contributions, and directions for
future research.



Chapter 2

Related Work

Early research in resume parsing focused on the use of traditional machine learning
techniques, rule-based systems, and structured models to extract information from re-
sumes. These approaches often relied on hand-crafted features, hierarchical structures,
and domain-specific adaptations to handle the semi-structured nature of resume docu-
ments. Since the introduction of the Transformer architecture, number of studies have
shown its superiority over traditional machine learning approaches across a variety
of NLP tasks. Despite these advancements, the application of large language models
(LLMs) such as GPT and LLaMA, to the task of resume parsing, remains underex-
plored. Nevertheless, there are multiple studies applying BERT and similar models in
this domain. In this section we will review some of the early methods, applications of
transformers as well as similar tasks from the human recruitment field and comparative
studies.

2.1 Early Approaches to CV Parsing and Related Tasks

Yu et al. [14] proposed a cascaded hybrid model for resume information extraction,
which was one of the early attempts to systematically address the hierarchical structure
of resumes. The authors introduced a two-pass framework: the first pass segmented
the resume into general information blocks (e.g., Personal Information, Education),
and the second pass extracted detailed information (e.g., Name, Address) from these
blocks. The key innovation of this work was the use of different models for different
tasks: hidden Markov models (HMMs) for general information extraction and Support
Vector Machines (SVMs) for personal detailed information extraction. In the first pass,
the authors used HMMs to segment the resume into blocks based on the natural para-
graph structure. They defined labels for the beginning and continuation of each block
type, allowing the model to capture the sequential nature of the resume sections. For
the second pass, SVMs were used to classify and extract detailed information from the

5



6 CHAPTER 2. RELATED WORK

segmented blocks. The authors argued that SVMs were better suited for the extrac-
tion of personal information due to the independent nature of these fields, while HMMs
were more effective for the extraction of educational information, which often follows
a more structured sequence. The experimental results showed that the cascaded hy-
brid model outperformed flat models that did not consider the hierarchical structure of
resumes. The authors reported significant improvements in precision and F-score, par-
ticularly for educational information extraction. However, they also noted challenges
with certain fields, such as Zip code and Mobile, which lacked distinguishing features
and required additSince the introduction of the Transformer architecture, number of
studies have shown its superiority over traditional machine learning approaches across
a variety of NLP tasks. Despite these advancements, the application of large language
models (LLMs) such as GPT and LLaMA, to the task of resume parsing, remains un-
derexplored. Nevertheless, the foundational contributions of BERT and similar models
in this domain deserve acknowledgment, as they laid the groundwork for subsequent ad-
vancements. In this section we will review some of these contributions.ional rule-based
approaches for accurate extraction.

Chen et al. [4] focused on extracting information from resumes in PDF format,
which posed unique challenges due to the loss of layout information when converting
PDFs to plain text. The authors proposed a hierarchical extraction method that com-
bined content-based and layout-based features to improve the accuracy of information
extraction. Their approach involved segmenting the PDF document into blocks using
heuristic rules and then classifying these blocks using a Conditional Random Field
(CRF) model. The authors emphasized the importance of layout-based features, such
as font size, font style, and alignment, which were extracted directly from the PDF
documents. These features were combined with content-based features, such as key-
words and special patterns (e.g., email addresses, dates), to train the CRF model. The
model was then used to classify the blocks into predefined categories (e.g., Personal
Information, Education) and extract detailed information within these blocks. The
experiments showed that the inclusion of layout-based features significantly improved
the F1 score, with an average improvement of over 20%. The authors also explored
the impact of different block sizes on the extraction performance, finding that larger
blocks generally yielded better results than smaller ones. However, they noted that
certain fields, such as university names and majors, were still prone to errors due to
the variability in how they were presented in resumes.

Zu and Wang [15] introduced a text block segmentation algorithm leveraging neural
network-based classifiers and distributed word embeddings. Their approach aimed to
overcome the limitations of traditional methods that relied on hand-crafted features
and rule-based systems. The authors proposed an end-to-end pipeline that combined
text block segmentation with named entity recognition (NER) to extract structured
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information from resumes. The important aspect of this work was the use of neu-
ral network-based classifiers, such as Attention-based Bidirectional Long Short-Term
Memory (Attention BLSTM), for text block segmentation. The authors argued that
neural networks could automatically capture semantic features from text, eliminating
the need for manual feature engineering. They also utilized distributed word embed-
dings to represent words in a continuous vector space, which helped mitigate the data
sparsity problem. In the NER phase, the authors evaluated several sequence labeling
classifiers and found that BLSTM-CNNs-CRF outperformed other models in terms of
both accuracy and decoding speed. They also conducted ablation studies to demon-
strate the effectiveness of the CNN layer in BLSTM-CNNs-CRF, which acted as a
text feature extractor. The experimental results showed that the proposed approach
achieved superior performance compared to existing resume parsers, particularly in text
block classification, as well as robustness across different resume formats and writing
styles.

Retyk et al. [11] proposed resume parsing by framing it as a hierarchical sequence
labeling problem, where the task is divided into two levels: line-level and token-level.
The authors utilized a unified model that simultaneously predicts labels for both lev-
els, leveraging the hierarchical structure of resumes to improve extraction accuracy.
This approach contrasts with traditional two-stage methods, where the resume is first
segmented into sections and then processed for entity extraction. The authors built
an annotated resume corpora in seven languages (English, French, Chinese, Spanish,
German, Portuguese, and Swedish), covering diverse industries and locations. They
employed a Bidirectional Recurrent Neural Network with Conditional Random Fields
(BiRNN + CRF) architecture, together with pre-trained Transformer-based encoders
(T5 and mT5) for initial feature extraction. The model was designed to handle the
long sequences typical of resumes, which often exceed the input length limits of stan-
dard Transformer models. The experiments showed that the proposed hierarchical
sequence labeling model outperformed previous approaches, achieving high F1 scores
across multiple languages. The authors also conducted an ablation study, showing that
the BiRNN layer, which contextualizes token representations across the entire resume,
was critical for performance. Additionally, they found that using Transformer-based
embeddings improved token-level sequence labeling, while FastText embeddings with
handcrafted features performed better for line-level tasks.

The study by Duygu Celik Ertugrul and Atilla Elgi [3] proposes an innovative
Ontology-Based Résumé Parser (ORP) system designed to extract and structure in-
formation from unstructured résumés in English and Turkish. The primary objec-
tive is to automate the extraction of key data—such as personal details, education,
work experience, and skills—from millions of free-format résumés, like those in the
Kariyer.net database (over 6 million), converting them into a semantically enriched,
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machine-readable ontological format. This approach leverages ontologies—structured
vocabularies that define concepts and their relationships—to enable semantic under-
standing, surpassing traditional keyword-based methods. The ORP system operates
through six key stages: (1) converting résumés from various formats (e.g., .doc, .pdf)
into plain text; (2) segmenting the text into categories using an Ontology Knowledge
Base (OKB) containing domain-specific ontologies (e.g., education, occupations); (3)
parsing specific data points with semantic context; (4) normalizing data (e.g., ex-
panding abbreviations); (5) classifying and clustering information; and (6) generating
personal résumé ontologies in OWL format. Semantic matching, enhanced by the Jaro-
Winkler distance algorithm for handling typos, and inference via Semantic Web Rule
Language (SWRL) rules further refine the process, enabling the system to deduce qual-
ifications, such as inferring a "Java Supervisor" title from skills and experience. The
outcomes suggest that ORP can efficiently process large résumé datasets, offering a
structured format that facilitates human resources tasks like expert finding. The se-
mantic approach promises greater accuracy over syntactic methods by understanding
context. However, the study lacks empirical performance metrics (e.g., accuracy rates),
presenting a conceptual framework with a proof-of-concept case study rather than val-
idated results. Thus, while the system demonstrates potential for enhancing résumé
processing, its practical efficacy remains unproven, requiring further evaluation.

Riya Pal et al. [10] addresses the growing need for automated recruitment systems,
particularly in the context of India’s shift toward online hiring post-pandemic. The
study proposes a machine learning-based framework to classify resumes into job profiles
by extracting skills from unstructured resumes using NLP techniques like tokenization,
stemming, and TF-IDF vectorization. The authors compare three algorithms—Naive
Bayes, SVM, and Random Forest—on a dataset of 10,000 entries scraped from plat-
forms like Kaggle and Glassdoor. Preprocessing steps include removing stopwords,
lemmatization, and part-of-speech tagging to refine textual data. Results show Ran-
dom Forest as the top performer with 70% accuracy, outperforming SVM (60%) and
Naive Bayes (45%). The model’s precision, recall, and F1-score (0.687, 0.683, 0.678)
further validate its robustness, though confusion matrices reveal room for improvement
in class-specific predictions. The paper acknowledges limitations, such as reliance on a
small dataset and computational inefficiency with complex models. Future work sug-
gests integrating frontend interfaces for resume uploads and expanding the system with
features like facial recognition or voice analysis during virtual interviews. By automat-
ing skill extraction and job matching, the framework aims to reduce HR workload and
enhance recruitment efficiency.
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2.2 Transformers in Human Resources Task Automa-

tion

Bhatia et al. [2] propose a two-stage framework for automating resume shortlisting:
(1) parsing resumes into structured formats and (2) ranking candidates based on job
description suitability using BERT. Their work combats the challenge of processing
resumes in diverse formats by using LinkedIn’s standardized resume structure. The
authors achieve 100% parsing accuracy for LinkedIn resumes using heuristic rules based
on font metadata and spatial consistency, while non-LinkedIn resumes are converted to
LinkedIn formats via a BERT-based classifier (97% accuracy). For candidate ranking,
they employ BERT sentence-pair classification to compare job descriptions with candi-
dates’ past work experiences, achieving 72.77% accuracy in predicting suitability. The
first stage involves distinguishing LinkedIn resumes from generic ones using font size
frequency heuristics, achieving 100% accuracy on a test set of 200 resumes. LinkedIn
resumes are parsed into JSON/CSV formats using pdftohtml and Apache Tika to ex-
tract text and metadata. For non-LinkedIn resumes, the authors segment text blocks
via spatial heuristics such as inter-column gaps and classify them into LinkedIn-style
sections (e.g., Experience, Education) using a BERT sequence classifier fine-tuned on
LinkedIn data. This approach ensures uniformity for downstream tasks and enables
recruiters to use a public web application for batch parsing. The second stage trains
BERT to score the similarity between job descriptions and candidates’ work expe-
riences. To overcome the lack of labeled data, the authors generate synthetic pairs:
positive samples combine job experiences from the same candidate, while negative pairs
mix experiences across candidates. The model achieves 72.77% accuracy on a test set
of 3,958 samples, creating a baseline for unsupervised suitability ranking. While the
LinkedIn-focused parser achieves perfect accuracy, its reliance on consistent metadata
limits generalization to non-LinkedIn resumes. The candidate ranking model’s per-
formance suggests room for improvement, particularly in capturing nuanced semantic
matches.

Vukadin et al. [13] address the challenge of parsing unstructured, multilingual CVs
by proposing a dual BERT-based model that hierarchically extracts section-level (e.g.,
Education, Skills) and item-level (e.g., names, dates) information. Their approach sup-
ports five languages (English, Swedish, Norwegian, Finnish, Polish) and introduces a
skill competence self-assessment module. The dual model achieves macro-averaged F1
scores of 0.834 (section level) and 0.826 (item level), while the skill assessment model
achieves an F1 of 0.616. The authors design a transformer-based architecture with two
interconnected components. Dual Model: A multilingual BERT encoder processes raw
CV text, augmented with [NEW_LINE] tokens to preserve line-level structure. Two
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linear layers classify text into six section labels (Personal, Emp_INFO, Emp_DESC,
Education, Skills, O) and 13 item labels (e.g., ADR, ROL). The model uses attention
masking to handle line-level classification, ensuring all tokens in a line share the same
section label. Skill Assessment Model: This module extracts self-assessed skill compe-
tencies (Excellent, Good, Bad, Null) by replacing skill names with [SKILL] tokens and
predicting competence from contextual cues. A hybrid loss combines cross-entropy for
classification and mean squared error to capture ordinal relationships between compe-
tence levels. The dataset comprises 1,686 annotated CVs across five languages, with
714 CVs annotated for skill competence. In terms of item classification, the dual
model’s performance ranges from 0.969 F1 in extraction of items from category Other,
to 0.713 F1 in Certificates. For section classification, the F1 ranges from 0.905 in Ed-
ucation to 0.779 in Other. The skill assessment model performs best on the Null class
with 0.86 F1, reflecting dataset imbalance and parsing errors in tabular data. Atten-
tion visualization reveals that section classification relies heavily on item-level tokens
(e.g., NAME for Personal sections, DEG for Education). The model generalizes well
across languages, with Swedish and Polish achieving higher F1 scores than English
(0.876, 0.87, 0.822 respectively), despite smaller training data, showcasing BERT’s
cross-lingual transfer capabilities. Reducing BERT layers from 12 to 8 preserves 99%
of performance, showing room for model compression.

Sawant et al. [12] proposes an AI-driven solution to streamline recruitment in
India’s growing job market. The system employs DistilBERT, a lightweight trans-
former model, to automate resume parsing and entity extraction (skills, education,
experience) using NLP techniques like tokenization and Named Entity Recognition
(NER). Resumes are matched with job descriptions via cosine similarity, generating
compatibility scores to rank candidates. For job seekers, the platform identifies skill
gaps and suggests relevant job openings, while HR teams receive ranked candidate
lists, reducing manual screening efforts. Evaluated on 50 resumes, the system achieved
near-perfect accuracy (99–100%) in extracting critical details like skills and email ad-
dresses. DistilBERT’s efficiency—40% smaller and 60% faster than BERT—ensures
practical deployment with minimal performance loss (e.g., 92.82% accuracy on IMDb
vs. BERT’s 93.46%). Though limited by a small dataset and challenges with complex
resume layouts, the system demonstrates the viability of transformer-based NLP in
recruitment. Future work aims to integrate layout analysis for broader applicability.

Nguyen et al. [9] explore the use of LLMs for skill extraction from job postings and
resumes, comparing in-context learning with traditional supervised models. They ad-
dress the limitations of BIO (Beginning-Inside-Outside) tagging schemes, which strug-
gle with syntactically complex or conjoined skill mentions (e.g., "develop reporting
software and statistical softwares"). The authors benchmark six multilingual datasets
(English, French, German, Danish) and propose two prompting strategies: Extraction-
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style (listing skills) and Ner-style (wrapping skills with special tokens). They evaluate
GPT-3.5 and GPT-4, using techniques like k-nearest neighbor (kNN) retrieval for in-
context demonstrations and rule-based post-processing to correct LLM output errors.
While supervised baseline (ESCOXLM-R) strongly outperforms LLMs in strict F1
scores (64.4% vs. 30.8% for GPT-3.5), LLMs come closer in relaxed conditions that
tolerate partial overlaps (58.0% F1). GPT-4 performs slightly better than GPT-3.5,
achieving 37.7% F1 in strict evaluation. The study shows LLMs’ ability to handle
complex syntax and multilingual contexts but finds their limitations in comparison to
specifically fine-tuned models.

Gan et al. [5] propose an automated resume screening framework using Large
Language Models (LLMs). The framework operates in three stages: sentence classifi-
cation, resume grading/summarization, and decision-making. It employs open-source
LLaMA2 models fine-tuned for tasks like categorizing resume sentences (achieving an
87.73% F1 score) and grading resumes (81.35% accuracy post-fine-tuning). The system
processes resumes 11 times faster than manual screening. Evaluations using metrics
like F1, ROUGE, and BLEU, alongside human-annotated datasets, show alignment
between LLM and human decisions (Spearman’s ρ = 0.7574). However, the dataset is
restricted to IT-sector resumes, and GPT-4-generated annotations serve as the eval-
uation benchmark, risking inherited biases. The time-efficiency comparison assumes
full manual reading of resumes, which may not reflect real-world HR practices. The
authors show feasibility of LLMs in recruitment automation but highlight the need for
broader datasets and industry-specific validation.

Joshi et al. [8] introduce an advanced framework for automated resume analysis,
combining OCR, NLP, and Google’s Gemini Pro Vision API to streamline talent ac-
quisition. The system begins with preprocessing scanned resumes using PyTesseract
and OpenCV for noise reduction, grayscale conversion, and edge detection, achiev-
ing text extraction even from skewed or low-quality images. Extracted text is then
processed via spaCy for NLP tasks like tokenization and semantic analysis, while a
custom pattern-matching algorithm identifies skills, education, and experience using
a predefined corpus of domain-specific keywords (e.g., Java, data structures). The
integration of the Gemini Pro Vision API enhances the system’s capabilities by en-
abling multimodal analysis of resumes, including visual elements like infographics and
charts. This API supports dynamic candidate interactions, such as generating per-
sonalized cover letters, optimizing resumes for ATS compatibility, and recommending
job roles based on extracted skills. For instance, a resume listing "Java, Node.js, and
Big Data" triggers tailored feedback and role suggestions like Software Developer or
Data Engineer. Results demonstrate the framework’s efficacy: PyTesseract achieved
moderate accuracy (improved via OpenCV preprocessing), while Gemini API integra-
tion enabled nuanced semantic insights. A sample resume analysis correctly extracted
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technical skills like JavaScript and memory optimization with high precision. How-
ever, limitations include Gemini’s inability to retain contextual data, mitigated by a
custom buffer memory system for continuity in interactions. The authors propose fu-
ture enhancements, such as integrating BERT for deeper contextual understanding,
expanding multimodal analysis to videos, and addressing privacy concerns through
data anonymization. By bridging OCR, NLP, and generative AI, this framework offers
recruiters a scalable tool for efficient candidate evaluation while empowering job seek-
ers with actionable insights, marking a significant step toward AI-driven recruitment
ecosystems.

2.3 Other Related Tasks Utilizing Transformers

Han et al. [7] evaluate GPT-4’s performance across 14 information extraction (IE)
tasks, including named entity recognition, relation extraction, and sentiment analy-
sis, using 16 benchmark datasets. While GPT-4 demonstrates strong performance
in simpler tasks like aspect-based sentiment classification (achieving up to 116% of
SOTA results), it lags significantly in complex scenarios such as relation triplet ex-
traction (26.53 F1 vs. 78.8 SOTA). Prompt engineering strategies, including few-shot
learning and task-specific methodologies, yield moderate improvements. For instance,
structured prompting boosted event extraction F1 by 16.82 points but failed to bridge
the gap with specialized models. GPT-4 exhibits robustness in handling entity order
(84.77% accuracy in distinguishing subject-object pairs) but struggles with rare target
types, scoring only 15.89% F1 on long-tail relations. Error analysis reveals frequent
missing spans (47% in event extraction) and unannotated spans (39%), highlighting
annotation inconsistencies and GPT-4’s tendency to generate broader, contextually
plausible outputs. A proposed soft-matching evaluation strategy improved fairness,
increasing F1 by up to 16.50 by accommodating partial span overlaps. In conclusion,
while GPT-4 excels in language understanding and simpler IE tasks, its limitations in
complex structured extraction underscore the need for hybrid approaches combining
LLM flexibility with domain-specific tuning. The study advocates for refined evalua-
tion metrics and targeted prompt design to harness LLMs’ potential in real-world IE
applications.

A comparative study by Narayan S. Adhikari and Shradha Agarwal [1] performs
an evaluation of 10 PDF parsing tools across six document categories (Financial, Law
& Regulations, Manuals, Patents, Scientific, and Government Tenders) using the Do-
cLayNet dataset. The primary objective is to assess text extraction and table detec-
tion capabilities, emphasizing performance variations across document types. Rule-
based tools (e.g., PyMuPDF, pypdfium2) and learning-based models (Nougat, Table



2.3. OTHER RELATED TASKS UTILIZING TRANSFORMERS 13

Transformer [TATR]) are compared using metrics such as F1 score, BLEU-4, Local
Alignment for text, and Jaccard/IoU for tables. For text extraction, PyMuPDF and
pypdfium2 achieved superior performance in most categories, with F1 scores exceed-
ing 0.98 for Financial, Law, and Tender documents. However, Scientific and Patent
documents posed significant challenges: pypdfium2 attained an F1 score of 0.8526 and
BLEU-4 of 0.7089 for Scientific texts, while PyMuPDF scored 0.9732 F1 for Patents.
The transformer-based Nougat outperformed rule-based tools in Scientific documents
(F1: 0.92 vs. 0.85 for pypdfium2), highlighting the limitations of rule-based methods
in handling mathematical content. Table detection results revealed domain-specific
strengths. TATR achieved the highest F1 scores (0.9134 for Scientific, 0.7857 for Finan-
cial) at IoU=0.6, demonstrating robustness across layouts. Rule-based tools excelled in
niche cases: Camelot achieved 0.8279 F1 for Tenders, while PyMuPDF led in Manuals
(0.7463 F1). Notably, rule-based parsers struggled with complex tables, exhibiting low
recall (<0.3 in Scientific and Patent categories). The study underscores the critical
influence of document type on tool efficacy. It advocates for hybrid approaches com-
bining rule-based efficiency with learning-based adaptability, particularly for complex
layouts. These findings provide actionable insights for selecting context-appropriate
tools in NLP pipelines.
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Chapter 3

Methodology

3.1 Establishing a Parsing Schema

Establishing a standardized schema for curriculum vitae (CV) parsing is a necessary
precursor in training and evaluation of language models. Resumes are inherently di-
verse, varying in format (e.g., PDF, Word), layout (e.g., tables, bullet points), and
content (e.g., multilingual text, ambiguous terms). Without a structured format, pro-
cessing this variability becomes challenging, leading to inconsistent model performance
and difficulties in comparing results across different systems. A schema addresses these
issues by:

Enabling Model Training: Language models require structured data to learn
patterns effectively. A schema ensures that input data is uniformly organized, allowing
models to generalize across diverse resume formats.

Consistent Evaluation: A standardized schema provides a common framework
for assessing model performance. Metrics such as precision, recall, and F1-score rely
on consistent data structures to ensure fair comparisons between models. This is
particularly important in benchmarking, where reproducibility is key.

Supporting Interoperability: Structured data can be seamlessly integrated into
Applicant Tracking Systems (ATS), job matching platforms, or other recruitment tools.
A schema ensures that parsed CV data is compatible with various applications, enhanc-
ing its practical utility.

Promoting Reproducibility: In academic research, a standardized schema allows
other researchers to replicate experiments or build upon existing work, supporting
collaboration and advancing the field of CV parsing.

Despite the importance of standardization, there is no universally accepted schema
for CV parsing. Efforts like jsonresume.org have proposed a JSON-based standard,
which is open-source and community-driven, released under the MIT license. However,
its adoption is not widespread, and many organizations develop proprietary schemas

15
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tailored to their specific needs. The absence of a universal standard highlights the
importance of clearly defining and documenting our schema to ensure transparency
and reproducibility in our research.

3.1.1 Description of Our Public Schema

Our public benchmark schema is a hierarchical structure designed to handle the diverse
components of a CV. Information is stored in two levels in the schema: item level and
section level. The items contain concrete information such as names, addresses, dates
etc. The sections contextualize the information held in items, for example a name of
an academic institution can be associated with education or work of the individual.
With a correct section selection this information can be stored effectively.

The schema consists of a top-level object containing following: basics, profile, ed-
ucation, work, projects, volunteer, skills, certifications, publications, awards, achieve-
ments, hobbies, references, texts. Basics is a section containing elementary information
about an individual, profile is a string item describing them. Achievements and hob-
bies are lists of strings, and the remaining are lists containing respective section entries.
Each section entry then contains items specific for that section. We believe that names
of the fields and sections are self-explanatory and give a good idea of what each item
represents. The schema’s flexibility, with all fields being optional, ensures it can han-
dle incomplete or varied CVs, making it suitable for real-world applications. Below is
a list representation of the schema with example entries and simple section descriptions:

• basics: Personal and contact information.

– firstName: John

– lastName: Doe

– titleBeforeName: Dr.

– titleAfterName: PhD

– dateOfBirth: 1995-01-01

– phone (list): [(912) 555-4321 ]

– email (list): [john@doe.com]

– web (list): [https://johndoe.com]

– street: 2712 Broadway St

– city: San Francisco

– country: US

– postal: CA 94115
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• profile: A summary or objective statement about the candidate.

– Experienced software engineer with a passion for developing innovative pro-
grams that expedite the efficiency and effectiveness of organizational success.

• education: A list of educational qualifications.

– degree: Master of Science

– fieldOfStudy: Computer Science

– institution: University of California, Berkeley

– city: Berkeley

– country: US

– description: Specialized in machine learning and data science.

– startDate: 2018-09-01

– endDate: 2020-05-31

• work: A list of work experiences.

– jobTitle: Software Engineer

– company: TechCorp

– city: San Francisco

– country: US

– description: Developed and maintained web applications using React and
Node.js.

– startDate: 2020-06-01

– endDate: 2022-12-31

• projects: A list of projects undertaken.

– name: AI Chatbot

– description: Developed an AI-powered chatbot for customer service automa-
tion.

– startDate: 2021-01-01

– endDate: 2021-06-30

• volunteer: A list of volunteering experiences.

– position: Mentor

– institution: Code for Good
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– city: San Francisco

– country: US

– description: Mentored high school students in coding and software develop-
ment.

– startDate: 2019-01-01

– endDate: 2019-12-31

• skills: A list of skill categories, each containing specific skills.

– name: Programming Languages

– skills: [Python, Java, JavaScript ]

• certifications: A list of professional certifications.

– name: AWS Certified Solutions Architect

– issuer: Amazon Web Services

– description: Certified in designing and deploying scalable systems on AWS.

– awardDate: 2021-03-15

• publications: A list of published works.

– name: Advancements in Neural Networks

– publisher: Journal of AI Research

– description: A comprehensive review of recent advancements in neural net-
work architectures.

– publicationDate: 2022-04-01

• awards: A list of awards received.

– name: Employee of the Year

– issuer: TechCorp

– description: Recognized for outstanding performance and contributions to
the company.

– awardDate: 2022-12-15

• achievements: A list of notable achievements.

– Led a team to develop a new product feature that increased user engagement
by 20%.
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• hobbies: A list of personal hobbies or interests.

– Hiking, Photography, Traveling

• references: A list of professional or personal references.

– name: Jane Smith

– phone: (123) 456-7890

– email: jane.smith@example.com

– position: Manager

– institution: TechCorp

– city: San Francisco

– country: US

• texts: A list of additional free-form text (e.g., cover letter excerpts).

– content: I am excited to apply for the Software Engineer position at your
company. With my background in...

3.1.2 Internal Schema and Conversion to Public Schema

For training and evaluating models on our proprietary datasets, we used an internal
schema tailored to our specific data and requirements. This internal schema differs
from the public schema, but there exists a direct and lossless conversion between the
two. When reporting results of models trained on our internal datasets on the public
benchmark:

1. Resumes are parsed into the internal schema during model training and evalua-
tion, as this schema was used to structure our proprietary datasets.

2. The parsed results are then converted to the public schema format for reporting
and sharing with the research community.

This conversion process does not compromise the legitimacy of the results for several
reasons:

Schema Similarity: The internal and public schemas are similar, capturing the
same core CV components (e.g., personal details, education, work experience, skills).
The differences are primarily in field naming or hierarchical organization, not in the
underlying information.

Consistent Task Difficulty: The parsing task’s complexity remains consistent
across both schemas, as the models are solving the same problem—extracting struc-
tured information from unstructured resumes. The conversion is a straightforward
mapping that does not alter the data’s semantic content.
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3.2 Data Preparation

The data preparation process was a necessary step in training and evaluating language
models for CV parsing. This section details the steps taken to collect, annotate, aug-
ment, and format the data, as well as the creation of both proprietary datasets and a
public benchmark. Following is a list of key steps in chronological order:

1. Manual parsing of 100 CVs for an internal benchmark

2. Manual evaluation of parsing quality of 1000 CVs parsed by GPT-4o

3. Training of a classifier for automatic evaluation of parsing quality

4. Augmentation of the training data using data classified with the classifier

5. Manual parsing of 63 CVs for a public benchmark

3.2.1 Data Collection

The data used for model training and internal evaluation was gathered from internal
databases, consisted of resumes uploaded by users, chosen in a way to create a diverse
set of resumes to ensure the models could handle varied formats, styles, and content.

3.2.2 Data Annotation

An internal benchmark was established by manually parsing 100 resumes into the
internal schema, with certain guidelines to ensure consistency and accuracy. The focus
was on keeping the original text intact when possible, i.e. not split the text into
multiple schema fields when not absolutely reasonable. These guidelines standardized
formats (e.g., dates), resolved ambiguities, and categorized skills uniformly.

Initial batch of training data preparation consisted of parsing 1000 resumes using
regular GPT-4o model. These parsed resumes were then converted into structured
PDF files using internal tools, which were manually compared to the original resumes
and classified into 5 categories based on the quality of parsing. Main criteria during
this annotation were: correct skill categorization (i.e. whether skills were correctly
grouped), text preservation and section selection (i.e. whether texts were parsed into
correct section types).

3.2.3 Data Augmentation

The annotated data was used to train a classifier based on GPT-4o-mini, which auto-
mated quality assessments for future parses. This approach enabled scalable dataset
augmentation, efficiently expanding the training data.
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3.2.4 Dataset Creation

With different models and frameworks requiring different data formats for training,
3 types of datasets were created using the annotated data: OpenAI format, Alpaca
format, and Conversation format, each shown below. Experiments with various dataset
sizes were conducted for all formats.

• OpenAI style dataset format with function call

{

"messages": [

{

"role": "user",

"content": "What is the weather in San Francisco?"

},

{

"role": "assistant",

"function_call": {

"name": "get_current_weather",

"arguments": "{\"location\": \"San Francisco, USA\", \"format\":

\"celsius\"}"

}

}

],

"functions": [

{

"name": "get_current_weather",

"description": "Get the current weather",

"parameters": {

"type": "object",

"properties": {

"location": {

"type": "string",

"description": "The city and country, eg. San Francisco, USA"

},

"format": {

"type": "string",

"enum": ["celsius", "fahrenheit"]

}

},
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"required": [

"location",

"format"

]

}

}

]

}

• Alpaca style dataset format used for instruction tuning

{"instruction": "...", "input": "...", "output": "..."}

• Conversation style dataset format used for chat tuning

{

"messages": [

{

"role": "user",

"content": "Hi"

},

{

"role": "assistant",

"content": "How can I help you?"

},

{

"role": "user",

"content": "Can you add 3+5?"

},

{

"role": "assistant",

"content": "The answer is 8."

}

]

}
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3.2.5 Public Benchmark

Our public benchmark consists of 63 manually parsed resumes. Sourcing publicly avail-
able resumes proved to be exceptionally challenging due to the sensitive nature of the
data. After evaluating multiple sources, we selected datasets from Kaggle.12 Kaggle
offered several resume collections, one of which included high-quality PDF examples
that were a serious representation of real-world resumes in terms of formatting and
layout. These PDF samples were particularly valuable, as they captured the com-
plex structures (e.g., tables, bullet points, split page layouts) that challenge parsing
models. However, to come closer to a sufficiently representative sample size, we also
incorporated resumes in DOCX format, which were less complex than PDFs. The an-
notation process for the public benchmark followed the same guidelines as the internal
benchmark.

3.3 Evaluation Strategy

The evaluation of parsing tools focuses on their performance in extracting structured
information according to a predefined schema, as mentioned in earlier. The utilized
metric for assessing model performance is accuracy, defined as follows: let CP represent
the number of correctly parsed fields, and A denote the total number of non-empty fields
across successfully parsed resumes, excluding those that failed to parse. The accuracy
is then defined as Acc = CP

A
× 100. The decision to not consider the unsuccessfully

parsed resumes is to not discriminate any tools based on errors not caused by the
parsing ability itself. Accuracy is selected due to its straightforward applicability to
the information extraction task, where the precise retrieval of information is crucial.
Fields that are empty in the annotated dataset are excluded from the evaluation.
This exclusion is justified because a model’s success to parse an absent field does not
meaningfully reflect its extraction proficiency, thereby ensuring the metric focuses on
actual parsing performance.

Prior to comparison, both the parsed outputs and the ground truth annotations
go through a normalization process to eliminate negligible discrepancies. This process
includes converting text to lowercase, removing excess whitespace for textual fields, and
removing any non-digit characters for phone numbers. The normalized data is then
compared using an exact match criterion. For each field, the parsed value must precisely
correspond to the annotated value to be considered correct. This strict requirement
aligns with the objectives of information extraction, where the goal is to retrieve data
with absolute precision. Partial matches or approximate similarities are not credited.

1https://www.kaggle.com/datasets/palaksood97/resume-dataset
2https://www.kaggle.com/datasets/anissamylaamri/cv-database-excel-pdf

https://www.kaggle.com/datasets/palaksood97/resume-dataset
https://www.kaggle.com/datasets/anissamylaamri/cv-database-excel-pdf
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Alternative metrics could be explored in future work to provide a more comprehen-
sive analysis. Precision and recall, for example, could quantify the models’ handling
of false positives (extra parsed data) and false negatives (missing data), respectively,
particularly in sections with variable field counts. Additionally, an F1 score, combining
precision and recall, might offer a balanced perspective on performance. However, for
most of the fields there was no obvious way of adapting these metrics, since in the text
parsing problem, there are no true or false values, only the positives and negatives. A
text similarity metric could be explored as a metric as well, to simplify the evaluation
process and avoid penalizing models for minor mistakes.

3.4 Experiment Settings

Computational resources used for experiments:
Cloud-Based Training: Initial experiments and training of models on OpenAI’s

platform utilized their API services. This enabled easy prototyping and evaluation of
model capabilities, eliminating the need for local hardware during exploratory phases.
In later phases, additional experiments were conducted on Amazon Web Services
(AWS) servers.

Local Hardware: For local training and fine-tuning of small models, a machine
equipped with two NVIDIA RTX 4090 GPUs, each with 24 GB of VRAM, was em-
ployed. Although being a bottleneck, limiting the size of models possible to train, it
was of significant help to this research.

The following software was employed in the training and inference pipelines:
Training Framework: The Axolotl framework3, an open-source tool for fine-

tuning language models, was utilized for training. Axolotl supports advanced tech-
niques such as Low-Rank Adaptation (LoRA) and Quantized LoRA (QLoRA), en-
abling efficient fine-tuning. Its YAML-based configuration system streamlines dataset
preprocessing, and model training.

Inference Framework: Llama.cpp4, a project for C++ inference of the Llama
model (and others), was employed for inference due to its efficiency and ability to gen-
erate structured outputs through specifying a JSON schema for the model to follow
when generating tokens. Most of local models were quantized to 8 bits for inference,
due to slow inference on the local machine with 16 bits precision.

While the exact prompt used during training and inference is a property of KR, prompt
engineering proved to have much less impact on parsing success than tuning and con-

3https://axolotl.ai/
4https://github.com/ggerganov/llama.cpp

https://axolotl.ai/
https://github.com/ggerganov/llama.cpp
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trolling the output via function calls or structured outputs. However, a sample prompt
that could be used to replicate this research is provided below:

You are a resume parsing assistant. Your task is to convert the provided resume
into a structured JSON format, emphasizing direct transfer of content and preservation
of the original text. It is critical to include every section present in the resume—such
as personal information, work experience, education, publications, skills, and any ad-
ditional sections—into the JSON output accurately, ensuring that each piece of infor-
mation is placed in its correct category.
### Resume:

3.5 Training Configurations

Each training run of a model is documented in code-base presented in Appendix A.
Each file documenting such training consists of complete configuration for the Axolotl
framework, controlling the tuning process, as well as losses that occurred through-
out. For detailed information about parameters present in these configuration files see
https://docs.axolotl.ai/docs/config.html.

https://docs.axolotl.ai/docs/config.html
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Chapter 4

Result Analysis

The results are organized into several subsections, covering the models trained and
their respective datasets, performance metrics of our models and other parsing services
on our public benchmark, parsing success of models and services, an error analysis,
and a comparative analysis of model performance across different datasets.

4.1 Model and Dataset Overview

The experiments included training a selection of language models on various datasets.
Due to constraints in computational resources, model release dates, as well as experi-
mental findings and practical considerations, exhaustively exploring all possible model-
dataset combinations was neither feasible nor beneficial to the research’s objectives.
Instead, it was converged towards a set of combinations for training and subsequent
evaluation. Table 4.1 provides a summary of the models trained and the corresponding
datasets, providing a clear overview of the experimental setup. By default the dataset
format is Conversation, otherwise specified in the table.

Large dataset was preferred due to the fact that more data can rarely be harmful
and its size is still very reasonable for our resources. Small dataset was utilized in early
stages of research where data was still scarce. Medium dataset was used mainly as
part of performance comparison on different dataset sizes. Huge dataset, while being
very demanding on our machine, didn’t improve the Llama3.2-1B model enough to
consider further training. The bigger Llama model trained on AWS SageMaker showed
promising results, however, was too costly to continue training or explore other bigger
models.

27
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Model / Dataset
Small Middle Large Huge

780 samples 2612 samples 5479 samples 79213 samples
GPT-4o-mini (SOA) ✓(OpenAI) ✗ ✗ ✗

SmolLM-1.7b ✓ ✓ ✓ ✗

SmolLM2-1.7b ✗ ✗ ✓ ✗

Llama-3.2-1B-
Instruct

✗ ✗ ✓ ✓

Llama3.2-8B ✗ ✗ ✗ ✓

Qwen2-1.5B-Instruct ✗ ✗ ✓ ✗

TinyLlama-1.1B-
intermediate-step-
1431k-3T

✗ ✗ ✓(Alpaca) ✗

Mistral-7B-instruct-
v0.3 (LoRA)

✓(Alpaca) ✗ ✗ ✗

Table 4.1: Models Trained and Corresponding Datasets
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4.2 Parsing Results

The success rates and mean parsing times are presented in Table 4.2. Third-party
tools showed robust performance, with Sovren, CVParser, and Rchilli achieving a 100%
success rate across the benchmark dataset, while Hirize encountered errors in processing
seven samples, the causes of which remain unidentified. The fine-tuned GPT-4o-mini
model also achieved a perfect parsing success rate, while most of our smaller, custom-
trained models reached near-perfect performance. However, the Llama3.2-8B model,
trained and evaluated on AWS servers, recorded a suboptimal success rate of 60%. This
reduced performance can be attributed to the absence of structured output capabilities
in AWS SageMaker, unlike the llama.cpp tool, which enhances parsing reliability in
our other models. Additionally, the Llama3.2-8B model was trained for only a single
epoch using LoRA, constrained by computational resource limitations. Extending the
number of training epochs could potentially enhance the parsing accuracy of this model
in future iterations.

The majority of small models showed high parsing speeds, fighting the constrained
computational capabilities of the local hardware with quantization. The OpenAI model
exhibited notably slower parsing times compared to its third-party competitors, creat-
ing a trade-off for its robust performance. The fastest parsing was achieved by Sovren,
which is based on algorithmic parsing techniques, enabling high parsing speeds.

Parsing results are detailed in Tables 4.3, 4.4, 4.5, 4.6, and 4.7, with each table grouping
related resume sections for clarity. Accuracy is calculated as the ratio of correctly
extracted fields to the total number of evaluated fields, as mentioned in 3.3. Third-
party tools evaluated in this study do not support parsing all data categories as required
by our schema, so unsupported sections are indicated with ✗.

The OpenAI model achieved superior accuracy across most resume sections, with
notable exceptions in profile descriptions and certifications and achievements. The
Llama3.2-8B model recorded the highest accuracy in profile descriptions; however, its
overall parsing success rate was limited to 60%, resulting in lower absolute performance
compared to the GPT model.

The Llama3.2-1B model, trained on the large dataset, achieved the highest score
in the certifications section, surpassing both larger models and specialized commercial
parsing services.

In the achievements section, the highest accuracy was achieved by three competi-
tors: two local models, smollm2-1.7b-fft-large-ds-q8 and llama3.2-1b-fft-huge-ds-q8,
and the Rchilli parsing service.

Overall, small language models demonstrated promising results, consistently out-
performing commercial parsing services in the education section and reaching compa-
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Model Success Rate Time (s)
smollm-1.7b-fft-small-ds-q8 62/63 (98.4%) 10.94
smollm-1.7b-fft-medium-ds-q8 62/63 (98.4%) 10.23
smollm-1.7b-fft-large-ds-q8 62/63 (98.4%) 6.72
smollm2-1.7b-fft-large-ds-q8 62/63 (98.4%) 7.09
llama3.2-1b-fft-large-ds-q8 59/63 (93.7%) 3.55
llama3.2-1b-fft-huge-ds-q8 62/63 (98.4%) 3.97
llama3.2-8b-fft-huge-ds 38/63 (60.3%) 17.31
tinyllama-fft-large-alpaca-ds-q8 60/63 (95.2%) 6.9
qwen2-1.5b-fft-large-ds-q8 58/63 (92.1%) 5.87
mistral-7b-v0.3-lora 63/63 (100.0%) 27.57
kickresume-gpt-4o-mini 63/63 (100.0%) 20.01
sovren 63/63 (100.0%) 1.38
cvparser 63/63 (100.0%) 11.29
rchilli 63/63 (100.0%) 3.41
hirizehr 56/63 (88.9%) 11.58

Note: Models quantized for inference have -q8 as suffix.

Table 4.2: Parsing Metrics on Public Benchmark - Mean Parsing Time and Success
Rates

rable accuracy in other sections. Challenges were most pronounced in the basics and
profile description sections, likely due to the limited context windows of smaller mod-
els. In contrast, the slightly larger Llama3.2-8B model achieved robust performance in
these sections, suggesting that increased model capacity may mitigate such limitations.
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Model Basics Profile
smollm-1.7b-fft-small-ds-q8 0/286 (0.00%) 0/58 (0.00%)
smollm-1.7b-fft-medium-ds-q8 0/284 (0.00%) 0/58 (0.00%)
smollm-1.7b-fft-large-ds-q8 3/288 (1.04%) 1/58 (1.72%)
smollm2-1.7b-fft-large-ds-q8 0/288 (0.00%) 0/58 (0.00%)
llama3.2-1b-fft-large-ds-q8 3/276 (1.09%) 1/56 (1.79%)
llama3.2-1b-fft-huge-ds-q8 0/286 (0.00%) 0/58 (0.00%)
llama3.2-8b-fft-huge-ds 157/202 (77.72%) 24/37 (64.86%)
tinyllama-fft-large-alpaca-ds-q8 0/282 (0.00%) 0/56 (0.00%)
qwen2-1.5b-fft-large-ds-q8 0/269 (0.00%) 0/54 (0.00%)
mistral-7b-v0.3-lora 4/291 (1.37%) 1/59 (1.69%)
kickresume-gpt-4o-mini 258/291 (88.66%) 38/59 (64.41%)
sovren 229/291 (78.69%) 2/59 (3.39%)
cvparser 176/291 (60.48%) 25/59 (42.37%)
rchilli 223/291 (76.63%) 5/59 (8.47%)
hirizehr 226/264 (85.61%) ✗

Table 4.3: Parsing Metrics on Public Benchmark - Basic and Profile Sections

Model Education Work
smollm-1.7b-fft-small-ds-q8 283/794 (35.64%) 459/1726 (26.59%)
smollm-1.7b-fft-medium-ds-q8 289/791 (36.54%) 631/1722 (36.64%)
smollm-1.7b-fft-large-ds-q8 325/799 (40.68%) 513/1729 (29.67%)
smollm2-1.7b-fft-large-ds-q8 376/796 (47.24%) 872/1726 (50.52%)
llama3.2-1b-fft-large-ds-q8 360/767 (46.94%) 785/1622 (48.40%)
llama3.2-1b-fft-huge-ds-q8 463/794 (58.31%) 1040/1726 (60.25%)
llama3.2-8b-fft-huge-ds 373/624 (59.78%) 576/901 (63.93%)
tinyllama-fft-large-alpaca-ds-q8 344/775 (44.39%) 574/1668 (34.41%)
qwen2-1.5b-fft-large-ds-q8 229/749 (30.57%) 515/1622 (31.75%)
mistral-7b-v0.3-lora 230/799 (28.79%) 276/1760 (15.68%)
kickresume-gpt-4o-mini 597/799 (74.72%) 1460/1760 (82.95%)
sovren 227/799 (28.41%) 1037/1760 (58.92%)
cvparser 208/799 (26.03%) 614/1760 (34.89%)
rchilli 218/799 (27.28%) 811/1760 (46.08%)
hirizehr 190/741 (25.64%) 650/1413 (46.00%)

Table 4.4: Parsing Metrics on Public Benchmark - Education and Work Sections
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Model Projects Volunteer Certifications
smollm-1.7b-fft-small-ds-q8 14/84 (16.67%) 13/116 (11.21%) 7/86 (8.14%)
smollm-1.7b-fft-medium-ds-q8 19/84 (22.62%) 38/116 (32.76%) 26/74 (35.14%)
smollm-1.7b-fft-large-ds-q8 11/84 (13.10%) 38/116 (32.76%) 26/86 (30.23%)
smollm2-1.7b-fft-large-ds-q8 14/84 (16.67%) 37/116 (31.90%) 40/86 (46.51%)
llama3.2-1b-fft-large-ds-q8 17/84 (20.24%) 34/91 (37.36%) 61/82 (74.39%)
llama3.2-1b-fft-huge-ds-q8 27/84 (32.14%) 50/116 (43.10%) 41/86 (47.67%)
llama3.2-8b-fft-huge-ds 15/76 (19.74%) 36/85 (42.35%) 29/50 (58.00%)
tinyllama-fft-large-alpaca-ds-q8 9/84 (10.71%) 51/116 (43.97%) 27/82 (32.93%)
qwen2-1.5b-fft-large-ds-q8 13/76 (17.11%) 19/116 (16.38%) 21/74 (28.38%)
mistral-7b-v0.3-lora 9/84 (10.71%) 8/116 (6.90%) 24/86 (27.91%)
kickresume-gpt-4o-mini 50/84 (59.52%) 79/116 (68.10%) 62/86 (72.09%)
sovren ✗ ✗ 12/86 (13.95%)
cvparser ✗ ✗ 45/86 (52.33%)
rchilli ✗ ✗ 9/86 (10.47%)
hirizehr ✗ ✗ ✗

Table 4.5: Parsing Metrics on Public Benchmark - Projects, Volunteer and Certifica-
tions Sections

Model Publications Awards References
smollm-1.7b-fft-small-ds-q8 2/38 (5.26%) 2/6 (33.33%) 1/10 (10.00%)
smollm-1.7b-fft-medium-ds-q8 2/38 (5.26%) 0/6 (0.00%) 0/10 (0.00%)
smollm-1.7b-fft-large-ds-q8 0/38 (0.00%) 2/6 (33.33%) 0/10 (0.00%)
smollm2-1.7b-fft-large-ds-q8 9/38 (23.68%) 3/6 (50.00%) 2/10 (20.00%)
llama3.2-1b-fft-large-ds-q8 8/38 (21.05%) 0/6 (0.00%) 6/10 (60.00%)
llama3.2-1b-fft-huge-ds-q8 16/38 (42.11%) 2/6 (33.33%) 2/10 (20.00%)
llama3.2-8b-fft-huge-ds 0/34 (0.00%) 0/4 (0.00%) 6/10 (60.00%)
tinyllama-fft-large-alpaca-ds-q8 0/38 (0.00%) 0/6 (0.00%) 1/10 (10.00%)
qwen2-1.5b-fft-large-ds-q8 1/38 (2.63%) 0/6 (0.00%) 3/10 (30.00%)
mistral-7b-v0.3-lora 0/38 (0.00%) 2/6 (33.33%) 6/10 (60.00%)
kickresume-gpt-4o-mini 19/38 (50.00%) 6/6 (100.00%) 10/10 (100.00%)
sovren ✗ ✗ 4/10 (40.00%)
cvparser ✗ 2/6 (33.33%) 10/10 (100.00%)
rchilli ✗ ✗ ✗

hirizehr ✗ ✗ ✗

Table 4.6: Parsing Metrics on Public Benchmark - Publications, Awards and References
Sections
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Model Skills Achievements Hobbies
smollm-1.7b-fft-small-ds-q8 313/1246 (25.12%) 1/21 (4.76%) 17/81 (20.99%)
smollm-1.7b-fft-medium-ds-q8 393/1276 (30.80%) 7/21 (33.33%) 27/80 (33.75%)
smollm-1.7b-fft-large-ds-q8 515/1182 (43.57%) 4/21 (19.05%) 21/81 (25.93%)
smollm2-1.7b-fft-large-ds-q8 795/1207 (65.87%) 13/21 (61.90%) 31/81 (38.27%)
llama3.2-1b-fft-large-ds-q8 823/1186 (69.39%) 9/21 (42.86%) 28/78 (35.90%)
llama3.2-1b-fft-huge-ds-q8 1001/1246 (80.34%) 13/21 (61.90%) 36/81 (44.44%)
llama3.2-8b-fft-huge-ds 414/572 (72.38%) 2/17 (11.76%) 29/75 (38.67%)
tinyllama-fft-large-alpaca-ds-q8 565/1212 (46.62%) 4/17 (23.53%) 22/81 (27.16%)
qwen2-1.5b-fft-large-ds-q8 481/1127 (42.68%) 8/21 (38.10%) 14/76 (18.42%)
mistral-7b-v0.3-lora 189/1282 (14.74%) 1/21 (4.76%) 4/81 (4.94%)
kickresume-gpt-4o-mini 1128/1282 (87.99%) 12/21 (57.14%) 49/81 (60.49%)
sovren 468/1282 (36.51%) 5/21 (23.81%) 12/81 (14.81%)
cvparser 728/1282 (56.79%) ✗ ✗

rchilli 702/1282 (54.76%) 13/21 (61.90%) 17/81 (20.99%)
hirizehr ✗ 4/21 (19.05%) ✗

Table 4.7: Parsing Metrics on Public Benchmark - Skills, Achievements and Hobbies
Sections

4.3 Error Analysis

We provide detailed evaluation outputs, showing parsing results and each incorrectly
parsed field for all models in Appendix A. The error analysis was conducted on parsing
data of three tools: Cvparser, kickresume-gpt-4o-mini and llama3.2-1b-fft-huge-ds-q8.
For each tool, parsings of 7 identical resumes were analyzed manually, with ambition
to increase this number and the model set in future work. The errors were categorized
into the following 11 types:

1. Missing Content (Empty Fields) - Model returns an empty string or null /
None when content exists in the annotated data

2. Default/Placeholder Values - Model returns a placeholder value rather than
actual content

3. Format Differences - The information is mostly correct but formatted differ-
ently, e.g. ’1996.1.14’ vs. ’14.01.1996’

4. Content Merging - Model merges multiple fields into one

5. Content Splitting - Model splits a field that should be a single entry

6. Typographical Errors - Small spelling differences or character errors
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7. Structural Format Differences - HTML/markup vs plain text differences,
e.g. parsed: ’education of individuals...’ vs. annotated: ’<ul><li>education of
individuals...</li>...’

8. Completely Different Content - Information is entirely different and incorrect

9. Missing Elements in Lists - Some elements in lists (skills, hobbies, etc.) are
missing

10. Extra/Invented Content - Model adds information that wasn’t in the original

11. Incomplete Content - Model misses some information in the content (and /
or) adds wrong information instead of it

Table 4.8 shows total number of errors encountered, amount of unique error cat-
egories encountered and the most common error for each tool. With Cvparser, only
errors occurring in sections supported by the tool were considered. The lowest error
count was achieved by the GPT model, while also encountering all error categories.
The other two tools achieved similar absolute number of errors, while all three failed
the most by not parsing any content where needed.

Model Total Errors Unique Categories Most Common Error
cvparser 201 10 Missing Content (Empty Fields)
llama3.2-1B 208 9 Missing Content (Empty Fields)
kickresume-gpt-4o-mini 128 11 Missing Content (Empty Fields)

Table 4.8: Summary of Encountered Errors

Category Count % of Model’s Errors
Missing Content (Empty Fields) 62 30.8%
Format Differences 58 28.9%
Structural Format Differences 35 17.4%
Typographical Errors 12 6.0%
Content Merging 10 5.0%
Completely Different Content 9 4.5%
Content Splitting 7 3.5%
Default/Placeholder Values 4 2.0%
Missing Elements in Lists 2 1.0%
Incomplete Content 2 1.0%

Table 4.9: Error Distribution of Cvparser
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Category Count % of Model’s Errors
Missing Content (Empty Fields) 139 66.8%
Default/Placeholder Values 32 15.4%
Completely Different Content 17 8.2%
Typographical Errors 5 2.4%
Format Differences 5 2.4%
Structural Format Differences 4 1.9%
Incomplete Content 4 1.9%
Content Splitting 1 0.5%
Content Merging 1 0.5%

Table 4.10: Error Distribution of Llama3.2-1B

Category Count % of Model’s Errors
Missing Content (Empty Fields) 78 60.9%
Incomplete Content 17 13.3%
Completely Different Content 9 7.0%
Extra/Invented Content 7 5.5%
Default/Placeholder Values 5 3.9%
Structural Format Differences 4 3.1%
Content Splitting 2 1.6%
Typographical Errors 2 1.6%
Missing Elements in Lists 2 1.6%
Content Merging 1 0.8%
Extra/Invented Information 1 0.8%

Table 4.11: Error Distribution of Kickresume-gpt-4o-mini

Tables 4.9, 4.10 and 4.11 show the distributions of different error types for each
tool. As mentioned before, all tools struggle mostly with omitting content completely,
whether by parsing an empty field or by inserting default null values. In addition,
Cvparser struggles with structural formatting, e.g. adding HTML tags where text
is formatted as a list element, however, this is expected behavior since the tool lacks
special training for this task. Other types of errors are occurring rather uniformly, with
none being significantly more dominant than others, except for incomplete content with
the GPT model (13.3%).

Tables 4.12, 4.13 and 4.14 show section-wise error distributions for each tool. In
the fourth column, there is the ratio of errors to the amount of fields in given section
over all analyzed resumes, denoted as percentage. The list sections are counted as one
field. In some cases, this number is higher than 100%, because the tool made multiple
types of errors. Sections with most discrepancies are work and education, caused by
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Section Error Count % of Model’s Errors % of Fields with Errors
Work 93 46.3% 52.2%
Education 69 34.3% 70.4%
Certifications 14 7.0% 63.6%
Basics 10 5.0% 31.2%
Skills 10 5.0% 142.9%
Profile 5 2.5% 83.3%

Table 4.12: Errors by Section of Cvparser

Section Error Count % of Model’s Errors % of Fields with Errors
Work 76 36.5% 42.7%
Education 50 24.0% 51.0%
Basics 32 15.4% 100.0%
Certifications 15 7.2% 68.2%
Volunteer 13 6.2% 100.0%
Skills 7 3.4% 100.0%
Profile 6 2.9% 100.0%
Projects 6 2.9% 33.3%
Achievements 2 1.0% 200.0%
Hobbies 1 0.5% 50.0%

Table 4.13: Errors by Section of Llama3.2-1B

Section Error Count % of Model’s Errors % of Fields with Errors
Education 44 34.4% 44.9%
Work 37 28.9% 20.8%
Certifications 17 13.3% 77.3%
Volunteer 8 6.2% 61.5%
Skills 7 5.5% 100.0%
Projects 7 5.5% 38.9%
Basics 5 3.9% 15.6%
Achievements 1 0.8% 100.0%
Profile 1 0.8% 16.7%
Hobbies 1 0.8% 50.0%

Table 4.14: Errors by Section of Kickresume-gpt-4o-mini

the broad character of these sections, containing more fields than other sections, as
well as high occurrence in resumes. These fields are often complex, such as dates and
descriptions, which are prone to formatting errors and incomplete content parsing.
With fields as job title, degree and field of study, tools tend to interchange information
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between the fields, however, even for human annotators, it is often a challenge to
correctly distinguish these fields in the resume data. Skill sections caused errors for all
tools in all occurrences, which highlights the difficulty of this task. This does not mean
no skills were parsed correctly, however, no resume was parsed perfectly in the skill
section. Achievements also caused problems for finetuned models, with none being able
to correctly parse the only instance present in the small sample. As mentioned before,
the LLaMA3.2 model struggled with basics and profile sections, with error rate being
100%. Volunteer section reached the same error rate as well. Although the sample of
this analysis is small, it shows that the small models struggle with context size, visible
in basics and profile sections, as well as with sections represented sparsely in training
datasets, such as volunteer and achievements.

4.4 Dataset Analysis and Comparison

This section analyzes the section-wise composition of training datasets, as well as com-
pares results of identical models trained on different datasets. During the development
of datasets, it was not feasible to achieve balanced representation of resume sections,
due to the inherent nature of resumes being mostly focused on education, work and
skills. To compensate for this, different dataset sizes were implemented. In this thesis
four different sizes of datasets were utilized. Table 4.15 shows the number of occur-
rences of each section type in each dataset. It confirms aforementioned bias towards
education, work and skills, with these three section types present in more than 90%
resumes in all datasets. In contrast, sections such as awards, publications or references
are still represented less in the large dataset, than education or work are in the small
dataset.

Determining a threshold for optimal data volume remains challenging. As shown in
Table 4.5, increased data does not consistently improve performance. For instance, the
llama3.2-1b-fft-large-ds-q8 model outperformed others in parsing the certifications sec-
tion, whereas the llama3.2-1b-fft-huge-ds-q8 model showed inferior results. A similar
pattern is observed in Figures 4.1 and 4.2, where less frequently occurring sections gain
marginal improvements with medium or large dataset sizes. However, performance of-
ten declines when dataset size is further expanded. This trend may be attributed to
the limited capacity of smaller models to effectively learn the diverse formats prevalent
in less common resume sections, which are often subject to creative variations by au-
thors. Consequently, these findings suggest that solely increasing training data volume
is insufficient to enhance the parsing capabilities of smaller models.
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Figure 4.1: Performance Comparison of Smollm-1.7B on Different Datasets

Figure 4.2: Performance Comparison of Llama3.2-1B on Different Datasets
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Section small medium large huge
Education 762 (97.7%) 2605 (99.7%) 5474 (99.9%) 78019 (98.5%)
Work 709 (90.9%) 2565 (98.2%) 5438 (99.3%) 74421 (94.0%)
Skills 712 (91.3%) 2571 (98.4%) 5450 (99.5%) 73859 (93.2%)
Projects 352 (45.1%) 1297 (49.7%) 2583 (47.1%) 30326 (38.3%)
Certifications 320 (41.0%) 1113 (42.6%) 2178 (39.8%) 30602 (38.6%)
Text 218 (27.9%) 572 (21.9%) 790 (14.4%) 19928 (25.2%)
Achievements 163 (20.9%) 611 (23.4%) 1037 (18.9%) 14547 (18.4%)
Hobbies 136 (17.4%) 490 (18.8%) 725 (13.2%) 11521 (14.5%)
References 62 (7.9%) 186 (7.1%) 377 (6.9%) 7867 (9.9%)
Strengths 87 (11.2%) 293 (11.2%) 524 (9.6%) 7311 (9.2%)
Volunteering 81 (10.4%) 218 (8.3%) 400 (7.3%) 5963 (7.5%)
Awards 47 (6.0%) 190 (7.3%) 285 (5.2%) 3572 (4.5%)
Publications 24 (3.1%) 74 (2.8%) 122 (2.2%) 2451 (3.1%)
Total Resumes 780 2612 5479 79213

Table 4.15: Section Occurrences in Datasets
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Chapter 5

Conclusion

This thesis aimed to explore the capabilities of language models, with a particular
focus on smaller models, for the task of extracting structured data from curriculum
vitae (CVs). Given the challenges posed by the diverse and unstructured nature of CVs,
the objective of the research was to assess whether small language models could serve
as viable alternatives to larger, more resource intensive models. A key contribution of
this work was the development of a public benchmark for resume parsing, consisting
of 63 manually parsed resumes, to promote standardized evaluation in this domain.

The methodology involved data preparation process, including the manual parsing
of CVs to create an internal benchmark, the use of GPT-4o for initial parsing followed
by quality evaluation, and the training of a classifier to automate quality assessment.
Multiple datasets were created in various formats to accommodate different model
training requirements. The public benchmark was composed from publicly available
sources, in efforts to create as most of a diverse representation of resume formats as
possible, despite the data availability being significantly limited.

A range of models were trained and evaluated, including smaller models such as
SmolLM, LLaMA3.2, and Qwen2, alongside the state-of-the-art GPT-4o-mini. They
were all assessed on the benchmark, together with third party tools such as Cvparser,
Sovren, Rchilli and Hirizehr for comparison. The results demonstrated that the GPT-
4o-mini model generally achieved the highest accuracy across most CV sections, show-
casing the robustness of larger models in handling complex parsing tasks. However,
smaller models exhibited competitive performance in specific areas, such as parsing
work and education experiences, certifications and skills. Notably, the LLaMA3.2-
1B model excelled in certifications, achieving an accuracy of 74.39%, surpassing some
commercial services.

All models faced challenges in parsing less structured sections, such as projects
and volunteering experiences, with error analysis revealing common issues like missing
content and format differences. An interesting finding was that increasing dataset size
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did not uniformly enhance performance, particularly for smaller models, suggesting that
model capacity may limit the benefits of additional data. However, when combined
with higher capacity model, it shows promising results, as seen with the LLaMA3.2-8B
model, despite the training of this model being limited by resources.

This research makes several contributions to the field of CV parsing. It provides a
public benchmark that addresses the scarcity of standardized datasets, offering a valu-
able resource for future studies. Practically, the experience from evaluating both large
and small language models provides insights for future development of cost-effective
parsing solutions, particularly in resource-constrained environments. The collaboration
with Kickresume ensures that the tools developed are directly applicable to real-world
recruitment processes.

Several paths for future research are available. Exploring multimodal approaches
that incorporate layout and visual information could address some of the parsing chal-
lenges identified, particularly for less structured sections. Additionally, advanced train-
ing techniques or architectural modifications may enhance the performance of smaller
models, making them more competitive with larger counterparts. Expanding the public
benchmark to include a broader range of resume formats and languages would further
strengthen its usefulness as a research tool. These directions promise to build upon
the foundation laid by this thesis, advancing the application of language models in CV
parsing.



Appendix A: Benchmark Data, Source
Codes, Parsing Data

The core of the electronic attachment of this thesis contains parsing benchmark and
parsing data. It also provides source codes to parsing with third party tools, evaluating
parsing results, and analyzing error reports. Other data includes fine-tuning configura-
tions and reports, detailed insights on already executed evaluations and error analyses.
Instructions for usage and further information about content is in the README file in
the attachment. All of this is also available at https://github.com/samuelrevucky/
MSc_resume_parsing.
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