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Abstrakt

Tato praca sa zaobera skumanim moznych sposobov urychlovania vykonévania pro-
gramov s vyuzitim hardvérovych akcelerdtorov a ich implementaciou pomocou FPGA
technologie. V praci sme popisali a navrhli dva pristupy. Prvy predstavoval navrh a im-
plementaciu systému pozostavajiceho z RISC-V procesora a $pecializovanej pamétove;j
jednotky schopnej vykonavat simultanny zépis na rozne adresy v jednom hodinovom
cykle. Priestorova narocnost tohto rieSenia nam vS8ak neumoznila ho otestovat na
skutocnej aplikécii, ktoré zvicsa vyzaduju paméte vacsich kapacit. Druhy pristup
zahfnal rozsirenie instrukcnej sady procesora RISC-V vlastnymi instrukciami prida-
vajucimi schopnost vykonévat vektorové operédcie nad datami s vyuzitim existujicej
procesorovej Struktiry a so zadmerom minimalizovat dodato¢nt spotrebu dostupnych
FPGA prostriedkov. Boli pridané dve rodiny instrukeii s cieflom urychlit programy, ktoré
sekvencne prechadzaju velké objemy dat. Prva sada inStrukeii umoznuje vyhladéavat
hodnotu v poli bajtov vyuzitim jednej inStrukcie, zatial¢o druhé pridava podporu pre
pocitanie koncovych nil pomocou jedinej instrukcie. Uzito¢nost kombinacie tychto
dvoch sad instrukcii sme demonstrovali na implementacii funkcie strlen. Pévodn4,
neupravend implementéacia procesora vykonédvajuca knizni¢nt implementéaciu strlen
bola porovnané s novou vyuZzivajucou nase rozsirenia. Vdaka nasej nadstavbe sa po-
darilo skratit ¢as vykonavania funkcie strlen priblizne o dve tretiny. Taktiez boli
popisané rozne vylepSenia a napady, ktorymi by bolo mozné sa zaoberat v dalSom

vyskume.

KTacdové slova: FPGA, procesor, inStrukcia, register
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Abstract

This thesis examines program acceleration techniques leveraging hardware accelerators
and their implementations using the FPGA technology. Two approaches were proposed.
The first introduced a system consisting of a RISC-V processor coupled with a special-
ized memory unit capable of writing to multiple memory addresses simultaneously (in
one clock cycle). However, the design’s spatial complexity prevented us from testing
the memory on real applications that require non-trivial memory sizes. The second ex-
tends the RISC-V instruction set with custom vector-like capabilities while using the
existing processor infrastructure and minimizing the additional FPGA resource usage.
Two families of instructions were added to optimize performance of programs which
sequentially scan large volumes of data. The first enables searching for a byte value
within an array using a single instruction, while the second provides hardware support
for counting trailing zeros in a 32-bit register. We demonstrated the effectiveness of the
combination of these instruction families by implementing the strlen function using
our extensions. Thanks to these enhancements, the execution time was reduced by
two-thirds compared to the original unmodified processor executing the library imple-
mentation. The thesis also discusses possible applications through various examples,

potential improvements, and ideas which could be explored in future research.

Keywords: FPGA, processor, instruction, register
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Introduction

The performance gained from transistor shrinking has decreased in recent years as the
physical limits of transistor size have almost been reached. New methods of perfor-
mance improvement have emerged such as multi-threading, GPU processing, and so
on. These pave the path for accelerators which are basically integrated circuits that

perform dedicated tasks and reduce CPU workload.

Hardware accelerators found their use a long time ago. Such an example can be DMA
processors transferring data between a peripheral device and memory or X86 processor
derivatives providing hardware support for AES cipher which is by far the most com-
monly used symmetric cipher. Another examples are all sorts of circuits implementing

various communication protocols (1°C, SPI, ...) in embedded systems.

Algorithm implementation in hardware is by nature usually way faster than its software-
implemented counterpart as hardware allows to perform multiple computations in par-
allel. On the other hand, the most notable disadvantage of hardware implementation
of algorithms is that once the circuit is manufactured, it is impossible (or at least
very hard) to modify as the logic is hardwired into the circuit. This can be partially
mitigated by using microprograms. The advantage is that the microprogram can be
modified in case a bug or another issue is found. The major drawback, however, is that

microprogram execution is slower than that of a completely hardwired algorithm.

FPGA stands for field-programmable gate array and is a circuit containing programmable
logic which can be used to configure the circuit’s behavior. This makes FPGA an ideal

tool for hardware prototyping and the development of specialized accelerators.

This thesis deals with design, implementation and testing of concepts whose ultimate
goal is to reduce the computation time. Two approaches were proposed and imple-
mented using the FPGA technology. The first introduced a system consisting of a
RISC-V processor coupled with a specialized memory unit capable of writing to mul-
tiple memory addresses simultaneously (in one clock cycle). The second extends the
RISC-V instruction set with custom vector-like capabilities while using the existing

processor infrastructure and minimizing the additional FPGA resource usage.

Chapter 1 describes and explains concepts which are essential for understanding the
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subsequent chapters.
Chapter 2 reviews and discusses related work in the field relevant to the thesis topic.

Chapter 3 deals with the design and implementation of our memory accelerator which
adds write logic on the top of memory logic enabling simultaneous write operations
to multiple addresses in a single memory access. The motivation, optimizations, and

evaluation are explained in detail.

Chapter 4 describes our RISC-V extension adding vector-like logic to the Rv32I instruc-

tion set while minimizing usage of additional resources introduced by the extension.

Conclusion summarizes the whole thesis and its contribution. Moreover, additional

ideas as well as possible improvements to the proposed approaches are discussed.



Chapter 1

Preliminaries

1.1 FPGA

Field-programmable gate array (FPGA) is a circuit that allows hardware designers to
create an application specific logic or accelerator. It shares similarities with application
specific integrated circuit (ASIC) which is a custom integrated circuit manufactured
based on the design described by the customer. Once manufactured, the ASIC behavior

cannot be altered.

An FPGA chip contains programmable logic which enables users to configure the circuit.
The FPGA fabric consists of number of lookup tables (LUTs) and flip-flops (FFs). A LUT
consists of a multiplexer which is used to select one of the values stored in a register.
The register can be programmed which effectively allows to implement a logic function.

Figure 1.1 illustrates a generic LUT schematic.

Typically, multiple LUTs are grouped with a number of FF circuits and additional
components, such as carry logic, forming a logic cell which serves as the primary
building block of the FPGA’s programmable logic fabric. For instance, the logic cells
found on fabric of Lattice iCE40 FPGA family consist of eight LUTs and one FF circuit
[20]. FPGA fabric allows to connect these cells, enabling users to describe a complex
circuit as illustrated on Figure 1.2. In this thesis, the fundamental building block for
circuits is referred to as a logic cell which is consistent with the terminology used in
the iCE40 datasheets.

The configuration (usually called bitstream) is stored on an onboard flash which is
connected to the FPGA chip. The FPGA chip loads and parses the bitstream upon
receiving a reset signal. The reset signal is automatically triggered when the device

becomes powered on.

The runtime performance of an FPGA remains unaffected by the configuration process,

hence performance capabilities, comparable with those of conventional processors, can
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Figure 1.1: LUT schematic. Source: [2]
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be achieved. Additionally, it can be used to create accelerators for custom applications

which can be modified when needed.

FPGAs inherently support parallelism, a crucial aspect for accelerating computations.
The ability to design and implement custom hardware for specific tasks allows for a level
of specialization that is not feasible with conventional processors. This makes FPGAs
well-suited for applications that require high-performance computing and optimized

processing of parallel workloads.

Furthermore, by designing custom hardware for specific tasks, FPGAs can achieve higher
energy efficiency compared to general-purpose processors. This is particularly advan-
tageous in scenarios where power consumption is a critical requirement, such as in

battery-powered devices.

FPGAs can often integrate multiple functions on a single chip which reduces the need

for additional components and may reduce overall system costs.

1.1.1 HDL languages

A hardware description language (HDL) is used for FPGA configuration. These lan-

guages bear a strong resemblance to declarative programming languages by describing



1.1. FPGA )

Figure 1.2: FPGA scheme. Source: [16]
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the target circuit’s behavior. There are, in fact, only two industry-standard languages
used for FPGA development, namely VERILOG and VHDL. Technically, there is also a
third option - System Verilog - which is an extension to VERILOG providing some high
level constructs such as structures similar to those found in C. VERILOG syntax is in-
spired by that of C, which may make it more attractive to people with a programming

background.

In the thesis, all the code included in the examples and appendices is written in VER-

ILOG.

1.1.2 FPGA workflow

The software suite for FPGAs differs from the toolchain used by programmers to compile

and link programs. The build pipeline of an FPGA typically consists of five main stages:
1. simulation
2. synthesis
3. placing and routing
4. bitstream packing
5. uploading

The entire workflow is illustrated on Figure 1.3.

Simulation

The simulation software takes the input design, performs the simulation and outputs a
file describing the behavior of the design’s signals (mostly a value change dump (VCD)
file). The user typically writes a testbench file in a HDL language. The testbench’s
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purpose is to drive the design’s top level input signals to test its behavior. The high-
level hardware description is first transformed to a form understood by the simulation
engine. This is similar to the synthesis process further described in the next part. The
format serving as the input for the simulation engine is usually tied to the engine.
For instance, Icarus Verilog [21] engine uses its own VVP format. Next, the output
VCD file is generated and can be viewed by a program which graphically visualizes the

signals of the design as waveforms changing in time.

Synthesis

A synthesis tool could be thought of as an equivalent to a compiler. A design described
using a high-level language is translated into a format understood by the next tool in
the pipeline. The output formats may vary with JSON and BLIF being one of the

most popular options.

Placing and routing

With the design synthesized, placing and routing can take place. FPGA fabric consists
of logic cells which can be interconnected with one another as explained in section 1.1.
In this stage, the synthesized design is mapped onto the physical resources of the
FPGA. This has to be done efficiently as the layout of the hardware components has an
impact on distances the signals must travel. The critical path is the most crucial aspect
as it represents the longest path any of the signals must travel during the specified
time interval. This parameter ultimately affects signal timings which determine the
maximum frequency to which the final circuit can be overclocked. Placing and routing
tools usually provide means to verify whether the design is able to meet the specified

timing constraint.

Packing and uploading

The last two stages pack the design into a bitstream format that the flashing program
or a dedicated microcontroller found on the board can upload onto a flash storing the
configuration. The bitstream format is oftentimes proprietary which requires the users
to use the toolchain provided by the FPGA vendor. There have, however, been efforts

to reverse engineer proprietary bitstreams.

Project Icestorm

Project Icestorm [23] is an open-source project which succeeded in reverse engineering
the bitstream of iCE40 FPGA family [20] and creating a complete toolchain for it. Sup-

port for other FPGA models is under the development. The toolchain was extensively



1.1. FPGA 7

Figure 1.3: FPGA workflow. Source: [18§]
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used during the development phase of the thesis. The following list includes some of

the tools which belong to the project:
e Yosys [22| - synthesis tool
e nextpnr - placer and router
e icetime - provides timing estimates for the synthesized design
e icepack - packs the design into the bitstream format

e iceprog - flashes the design to the FPGA’s onboard flash memory

1.1.3 Embedded block RAM (BRAM)

Random-access memory (RAM) is a common component utilized in FPGA designs for
data storage. Figure 1.4 displays a description of RAM hardware with word size of thirty
two bits and capacity of 1024 such words. The value can then be extracted using array
subscript operators which are typically synthesized into a multiplexer circuit. The
memory capacity amounts to 4096 bytes which would require a non-trivial number of
logic cells if it was synthesized using logic cells as each memory cell needs a FF circuit
to hold the binary value. Additionally, the size of the address decoder is also a factor

to consider.
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Figure 1.4: RAM in VERILOG
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Figure 1.5: iCE40 FPGA implementing two 4-Kbit BRAM blocks. Source: [10]
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FPGA chips are usually equipped with embedded block RAM hardware. As the name
implies, BRAM is a collection of SRAM memory blocks which can be used the FPGA
design for storage. If the design utilizes a circuit whose properties can be mapped to
those of RAM memories, the synthesis tool might infer the design to BRAM. Further-
more, they usually offer high flexibility by providing a scalable memory word size and
corresponding data bus width. When it comes to the iCE40 FPGA family, there are four
word size options in total, with the maximum size being sixteen bits [20]. Figure 1.5

displays a schematic of iCE40 FPGA containing BRAM blocks.

Unfortunately, design inference to BRAM primitives is tool-specific. When it comes to
Yosys, the designer can give the synthesis tool a hint on whether the described circuit
should be inferred to BRAM by following the documented memory patterns. However,
when Yosys considers the memory too small, it might be synthesized into logic cells
even if the design adheres to the pattern. For this reason, the tool supports attributes
which force it to override the native inference deduction. The tool includes four memory

classes [24], although not all are applicable to every FPGA model. These classes are:
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e FF RAM - built from FFs and multiplexers

e LUT RAM - uses LUT storage as RAM

e block RAM - built from BRAM blocks found on FPGA fabric
e huge RAM - supported by more expensive FPGAs

Yosys provides a corresponding inference attribute for each class. These attributes are
detailed in [24].

1.2 Random-access memory designs

Static random-access memory (SRAM) is composed of an array of cells which can store
an n-bit value. Conventional logic circuits such as multiplexers and decoders are then
used to select the target cell for a read or write operation. The drawback of SRAM
memories is their growing cost with increasing capacity. On the other hand, SRAM
memories are fast in performing operations which is the reason they are used for build-
ing smaller cache memories. The cells are usually organized into a grid with each cell
having two select signals with the first selecting the row and the other the column.
As a result, two smaller decoders (row and column) are used to select the cell for a
write operation instead of a single large one which significantly decreases the hardware

complexity.

Dynamic Random-access Memory (DRAM) technology uses capacitors to store binary
information, with the presence or absence of charge representing logic values. This
technology is preferred for implementing larger memories, such as main memory, due

to their higher cost-effectiveness when compared to SRAM.

1.2.1 RAM access options

RAM memories implementations can also differ in how their cells are accessed.

Single-port RAM

As the name implies, single-port RAM memories only contain a single port which can
be used to access the underlying cells. In other words, the same address and data bus
is used for both reads and writes, allowing only one operation (either a read or a write)

to be performed at a time.

Simple dual-port RAM

Simple dual-port RAM (also called pseudo dual-port RAM) contains two distinct pairs of

address and data buses. The first pair is designated for read operations, while the other
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is used for write operations. As a result, a pair of read and write can be performed
simultaneously. However, two reads or two writes cannot be executed simultaneously.
The implementation of this kind of memories may differ in the way they handle the
collision of read and write addresses. Some implementations prioritize reads over writes
in such situations, while others do not guarantee the result, leaving the memory cell in

an undefined state.

Dual-port RAM

Dual-port RAM has two completely independent ports connected to separate buses.
Any combination of operations can be performed simultaneously. Similarly, multi-port
RAM memories can be implemented to contain multiple independent access ports.

However, the circuit complexity grows with the increasing number of access ports.

1.3 RISC-V ISA

RISC-V is an instruction set standard covering all sorts of applicable fields ranging from
CPUs for embedded devices to desktop architectures. Even the Linux kernel supports
RISC-V, with mainstream distributions such as Debian providing support for it. Unlike
more traditional architectures, the main advantage of RISC-V is that it is fully open
source which aims to boost research in the field by academic institutions and small
companies. There are many variants of RISC-V architectures which mainly differ in

the size of their instruction sets.

1.3.1 Rv32I

RV32I was designed to be a viable compiler target and to support modern operating
system environments. The ISA was also designed to reduce the hardware required in

a minimal implementation. RV32I contains 40 unique instructions [19].

Register file

The register file comprises thirty-two 32-bit wide general-purpose registers, see Fig-
ure 1.6. The standard refers to the registers as xk for the k-th register, e.g. x1 for
the first register. Register x0 is hardwired to zero. This is a useful feature as zero is
by far the most frequently used constant in programs. Register x0 can be passed to
instructions which only support register as operands, i.e. no immediate values. This
optimization might save additional instructions responsible for loading immediate value

of zero to one of the registers.
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Figure 1.6: RV32I register file
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Calling convention

RV32I standard does not mandate any dedicated stack pointer registers or call instruc-
tion as opposed to say X86. These primitives are specified by the standard calling
convention. To introduce an example register x1 is used to hold the return address for
a call while x2 is reserved for the stack pointer [19]. The whole calling convention is
illustrated on Table 1.1.

Instruction set

The standard specifies 40 unique instructions. All the instructions have an equal length
of 4 bytes to simplify the instruction decoding. Rv321 base only supports arithmetic,
logic and bitwise operations on integers. The instruction’s operands can be either
registers or immediate values. Memory read and write operations can only be performed

using the LOAD and STORE instructions.

The instructions are encoded using six formats depending on their operands and type
of the operation performed. All the formats are listed in Figure 1.7. The opcode field
spans bits 0 through 6. The standard lists a few possible immediate value encoding
formats. Fields rsi1, rs2 and rd represent the first source register, the second source
register, and the destination register respectively. The architecture contains thirty two
GPRs, therefore, the target register can be encoded using five bits. The combination of
funct3 and funct7 serves as a concrete operation selector, e.g. distinguishing between
addition and subtraction as the arithmetic instructions share the same opcode. Lastly,

field imm represents the encoded immediate value. Each format provides a combination
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Table 1.1: RISC-V ABI

Register | ABI name Description Saver
x0 Zero Hardwired zero NA
x1 ra Return address Caller
x2 sp Stack pointer Callee
x3 gp Global pointer NA
x4 tp Thread pointer NA
x5 t0 Temporary /alternate link register | Caller

x6-x7 t1-t2 Temporaries Caller
x8 s0/fp Saved register/frame pointer Callee
x9 s1 Saved register Callee
x10-x11 a0-al Function arguments/return values | Caller
x12-x17 a2-a7 Function arguments Caller
x18-x27 | s2-sl11 Saved registers Callee
x27-x31 t3-t6 Temporaries Caller

of instruction fields. The immediate encoding varies and can be at most twenty bits
wide as for U-type and J-type encoding format. The base instruction set only spans a

small fraction of the instruction space leaving a significant portion of it available for

extensions.
Figure 1.7: Rv32I base instruction formats. Source: [4]
31 30 25 24 21 20 19 15 14 12 11 8 7 6 0

\ funct? | rs2 | sl | funct3 | rd | opcode | R-type

imm[11:0] sl [ funct3 | rd | opcode | I-type
‘ imm[11:5] | rs2 | sl | funct3 | imm][4:0] | opcode | S-type
[imm([12] [ imm[10:5] | rs2 | rsl1 | funct3 [imm[4:1] [ imm[11] | opcode | B-type
‘ imm(31:12] | rd | opcode | U-type
[imm[20] | imm[10:1] | imm[11] | imm[19:12] | rd | opcode | J-type

RISC-V extensions

RISC-V standard describes a series of optional extensions. At the time of writing the
thesis, there are at least eight extensions labeled as frozen, with several other being
under development [19]. The extensions are labeled with a single capital letter. Some
of the most interesting ones are Single-precision floating-point extension (F) which, as
the name suggests, adds floating-point arithmetic to the base instruction set. On the

other hand, vector operations extension (V) is the most complex one, and enhances
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the instruction set with vector instructions akin to those found in X86 processors.

Soft core processors

Soft core processor architectures are a class of CPUs that can be described using HDL
languages without requiring any additional hardware. The HDL description can be
modified, making them suitable for the specific target application, e.g. by adding a set

of application-specific instructions to the instruction set.

1.4 LearnFPGA project

The designs presented in this thesis required a synthesizable RISC-V processor suitable
for deployment on an FPGA. Since implementing a processor in a HDL can be a chal-
lenging task, we opted to use an existing RISC-V implementation from the LearnFPGA
project [8]. This project aims to teach beginners the fundamentals of FPGA design and
CPU architecture. We selected the FemtoRV processor for its simplicity and efficiency.
Its compact design requires relatively few logic cells, making it well-suited to the avail-

able hardware.

1.5 Hardware

The concepts introduced in the thesis were tested on the Olimex iCE40HX8K-EVB
development board, which is relatively cheap, while featuring an iCE40HX8K-CT256
FPGA chip with 7680 logic cells and 32 BRAM blocks. It also includes a 100 MHz
oscillator along with two instances of PLL circuit, allowing to modify the clock signal

frequency.

Project Icestorm is the mainstream toolchain for the board for all the stages of the
development except the upload stage. The board does not include a microcontroller
responsible for flashing the flash memory. Therefore, a dedicated board with a micro-
controller must be used in order to upload the FPGA design. Fortunately, Olimex offers
a microcontroller board (Olimexino-32U4) along with the firmware which facilitates
communication with the target flash memory. Using this setup is the recommended
approach when programming the board. In addition, Olimex provides a command-line
utility for Linux and Windows PCs which allows users to interact with the Olimexino

board and instruct it to flash the FPGA design.

The Olimex iCE40HX8K-EVB board includes an SPI flash (ZD25WQ16C) for storing
the FPGA design and user data, accessible via the SPI protocol. The LearnFPGA

project uses the flash memory for storing the firmware which saves the on-FPGA memory


https://www.olimex.com/Products/FPGA/iCE40/iCE40HX8K-EVB/open-source-hardware
https://www.olimex.com/Products/Duino/AVR/OLIMEXINO-32U4/open-source-hardware
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whose capacity is low. The only disadvantage is that reading from the flash is much
slower, when compared to fetching data from the on-FPGA memory. The flash model
is compatible with the flash driver implemented in the project. However, there were
some differences, namely the size of the flash blocks, the FPGA’s model bitstream size,

and the format of flash commands that can enable faster read operations.

As the LearnFPGA project initially did not support the iCE40HX8K-EVB board, we
had to apply a set of patches to be able to synthesize and upload the design on the
board. The patches are available on the GitHub pull request which we submitted to
add support for our board.

Figure 1.8: Olimex iCE40HX8K-EVB development board. Source: [15]



https://github.com/BrunoLevy/learn-fpga/pull/126

Chapter 2

Related work

FPGAs were used as accelerators/hardware prototypes in many research papers which

will be covered in this chapter.

2.1 Memory-to-memory copying offloading

Many programs spend a significant portion of execution time performing memory-to-
memory copies. An investigation of a Google datacenter by Kanev, et al. found that
approximately 5% of CPU cycles were spent inside the memcepy and memmove library
routines [9]. Especially peripheral device drivers rely heavily on these functions as
a large portion of their work consists of copying data between the device controller,
kernel space buffers, and user space buffers. Functions memcpy and memmove are
part of standard C library which comes bundled with all commonly used operating
systems. Despite their implementations are highly optimized, they are implemented
using software. A team at Berkeley proposed a coprocessor architecture for memory-

memory copying [9].

A similar approach is applied to DMA controllers. They offload CPU workload as they
copy data directly between a device and main memory. The main disadvantage is
that they are not able to access page tables, hence they cannot work with virtual
memory addresses. Modern kernels perform page swapping allowing them to utilize
the entire virtual address memory space. This means that a page, about to be accessed
by a DMA controller, might be swapped-out and not be resident in the main memory.
Device drivers prevent this situation by allocating a buffer in kernel space and mark
corresponding pages as pinned. This means the kernel is forbidden to swap them out.
This allows DMA controller to perform the data transfer. The temporarily allocated
buffer is then copied to the destination user space buffer. This introduces redundant

copying. The paper describes a coprocessor that functions similarly to DMA with the

15
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exception that it contains a translation lookaside buffer (TLB) cache which is used to
cache virtual to physical memory translations. Furthermore, it has access to the page
table walker which is an algorithm (implemented in hardware or software) that fills in
the TLB when a processor accesses a memory address. CPU can, therefore, pass a virtual
address to the coprocessor which can then perform the translation. The coprocessor can
then proceed to perform the copying without CPU’s assistance. The only exception is a
situation where the page being accessed is swapped-out. The kernel which is executed
on CPU is required to load the page to memory. This approach removes the need to
allocate a separate buffer by drivers, as mentioned above, as the coprocessor is able to

detect a swapped-out page.

The paper relies on open-source RISC-V architecture. A part of instruction opcode is
reserved for non-standard custom extensions. This is used to implement an interface
between the CPU and the coprocessor. The extended instruction allows to specify
source and destination addresses. The operation to be performed is determined from
few additional extension bits. The accelerator contains a set of control registers. The

high-level architecture is illustrated in Figure 2.1.

Figure 2.1: Rocket CPU architecture. Source: [9]
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Naturally, the accelerator requires support from the target application, i.e. the ap-
plication must be aware of the accelerator’s presence and use API functions to fully
utilize it. For example, these functions write or read accelerator’s control registers.
Moreover, the application programmer must handle errors produced by the accelera-
tor. As mentioned above, the accelerator may produce a page fault error, in case the
accessed page is swapped-out. This is indicated in one of the accelerator’s registers.
The application must then force the kernel to load the page into the memory. This can

easily be achieved with a pair of system calls mlock /munlock on Unix-like systems.

The authors implemented the system using an FPGA. They carried out several bench-

marks and the proposed system fared well. Moreover, they suggested an improvement
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to overcome the limitation that the application must wait for the accelerator to finish
copying by using double buffering. However, it is non-trivial to design a piece of soft-
ware that manages to overlap computation and data movement [9]. Another idea is
to integrate a well-known feature from the operating systems area - interrupt-driven
design. The application would be blocked and an interrupt would be emitted once the
coprocessor has finished copying. The process would then be marked as ready and
rescheduled. This, however, introduces further complications. The CPU and the accel-
erator share the page table walker, and the context switch would cause the accelerator
to no longer be able to correctly translate the virtual source and destination addresses.
The article suggests various mitigations, one of them being a separate page table walker

for the accelerator.

2.2 Offloading Linux kernel features

The next paper [1| deals with the design and implementation of Linux kernel firewall
accelerator. Linux contains a built-in firewall named Netfilter. Command iptables
is used by system administrators as a user space interface to Netfilter. The firewall
responsible for packet filtering, NAT, and so on. The framework implements hooks
which intercept and manipulate packets [1]. In case of a complex firewall policy and
high network traffic, the CPU spends a significant amount of time in packet processing.
Even more so, if a packet flooding attack has been launched targeting the server.
The paper proposes hardware accelerated Netfilter extension by using NetFPGA. The
NetFPGA project is an effort to develop open-source hardware and software for rapid
prototyping of computer network devices [13]. The accelerator proposed by the paper is
named NetfilterOffloader. NetfilterOffloader discards unexpected/attack packets early

on without kernel intervention. This allows the kernel to focus on normal traffic.

NetfilterOffloader is based on an existing reference Network Interface Controller (NIC).
NetfilterOffloader receives packets and performs filtering based on source IP, destina-
tion IP, source port, destination port and protocol. This means the NetfilterOffloader
is not able to work as a stateful firewall, thus Netfilter is still needed if the packet does
not match any of the predefined firewall rules. In this case, NetfilterOffloader works as

a conventional NIC and forwards the packet for further processing.

The paper also describes how to integrate NetfilterOffloader with Netfilter. A driver
from NetFPGA project is used for communication with the accelerator. Program
iptables was modified and a new kernel module was added. The design is illustrated

in Figure 2.2.

The design was tested using Apache HT'TP server with the client performing ping flood
attack. The results showed that the server using NetfilterOffloader had twice the reply
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rate of a server which only used Netfilter.

Figure 2.2: NetfilterOffloader design. Source: [1]
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2.3 Memory-centric CPUs

In Von Neumann computer architecture, the processor is strictly separated from the
main memory which is accessed via system bus. In the last decades, the speed and
power of processor have significantly increased which creates a gap between proces-
sor and memory speed [5]. The article challenges the established Von Neumann ar-
chitecture and describes design and implementation of a RISC-based memory-centric

processor.

As mentioned above, conventional computers separate CPU and main memory and
connect them with the system bus. The main memory is usually much slower than the
CPU. To mitigate this issue, so called memory hierarchy was introduced. Memory type
on each level has certain speed and cost. The higher the level, the faster and more

expensive (per bit) the memory is. This is illustrated by Figure 2.3.

The consequence of memory hierarchy architecure is the fact that a redundant copy
of the same data is stored on each level. Moreover, the hardware architecture is much
more complex. Another complication is when multiple CPUs access shared memory
concurrently. The programmer or operating system must guarantee memory consis-
tency. Furthermore, the article argues that cache memory causes up to 40% increase
of the system’s energy consumption, because it adds extra hardware resources and
requires the implementation of complex mechanisms for maintaining memory consis-
tency [5]. Moreover, the author states that small number of general-purpose registers

(GPRs) in modern systems is the major obstacle for achieving high data throughput for
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Figure 2.3: Memory hierarchy of computer systems. Source: [11]
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applications that require lots of data while being processed and cannot all be stored
in GPRs at once. To introduce examples, data flow algorithms or traversing complex
data structures fall into this field.

Conventional RISC processors use a pair of instructions LOAD /STORE to fetch data
from the main memory. This may introduce unnecessary and redundant data copying
across memory hierarchy levels. The article proposes design and implementation of a
RISC-like processor named MIMOPS which contains main memory on the same chip
die as CPU. The architecture is based on yet another RISC-like processor named MIPS.
MIMOPS excludes general-purpose registers and cache memories. All operations are
performed on operands found in memory. After the computation is finished, the results

are written back into the on-chip memory.

The proposed processor was implemented using FPGA Xilinx Vertex 7. The processor

was described using VHDL language.

MIMOPS was tested on 32x32 matrix-multiplication program. The author explains
that MIMOPS is well-suited on this kind of task as the program needs to perform
many arithmetic or logic operations over some data set with high degree of locality.
Conventional RISC-like processors would waste a lot of time executing LOAD/STORE
instructions. MIMOPS was compared with MIPS and PERL (yet another RIsc-like
processor) processors. The results showed that MIMOPS needed less CPU cycles than
the other processors to execute the program. MIMOPS outperformed MIPS by 25%
and PERL by roughly 18% in terms of CPU cycle count which is a very good result.
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2.4 X86 vector extensions

The X86 instruction set includes numerous extensions, among which are the vector

extensions.

2.4.1 MMX extension

The first vector extension introduced to the architecture was the MMX extension [17]
which was primarily designed to enhance the performance of multimedia applications

such as image processing, speech recognition, and video games.

The extension repurposed the 64-bit floating point registers for use as MMX registers.

These registers support multiple packed data types:
e packed byte, 8 bytes packed into one 64-bit register,
e packed word, 4 words packed into one 64-bit register,
e packed doubleword, 2 doublewords packed into one 64-bit register
e quadword, one 64-bit register

The extension introduced several new instructions that perform parallel operations on
packed data elements. Each instruction uses two explicit operands, which can be either
an MMX register or a memory address referencing a 64-bit array of packed elements.
These instructions vary based on characteristics, such as the data types they operate

on.

To introduce an example, the following instruction adds packed words in the mm2 reg-

ister to the words in mm1 register:
paddw mml, mm2

The operation is illustrated in Figure 2.4.

Figure 2.4: Addition of packed words in MMX registers

mm1 0x00ff 0x0000 0x1010 0x0001

+

mm?2 0x0001 0x0001 0x0001 0x0001

mm1l 0x0100 0x0001 0x1011 0x0002
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Aside from the addition, the extension provides other operations on packed data types
such as subtraction, multiplication, and comparison which generates a bit mask which

marks the positions where the packed elements were equal.

2.4.2 SSE and AVX extensions

SSE and later AVX extensions [7] were introduced as successors of the original MMX

extensions to enhance architecture’s capabilities for parallel data processing.

Several versions of the SSE (Streaming SIMD Extensions) extension decoupled vector
operations, described in subsection 2.4.1, from the legacy, repurposed floating-point

registers by introducing a new set of 128-bit registers, also named XMM registers.

The AVX (Advanced Vector Extensions) and AVX-2 instruction set built upon this
by introducing 256-bit YMM registers, which overlay the existing XMM registers. It
also expanded the number of vector registers to 32 and introduced non-destructive
instructions, allowing results to be stored in a separate destination register without

modifying the source operands.

AVX-512 further extended the register width to 512 bits with the introduction of
ZMMO0-ZMM31, which overlay the YMMO-YMMS31 registers. This extension also

added support for a wider range of operations.
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Chapter 3

Extending a RISC-V system with a

vector memory unit

In-memory computing has gained significant attention in recent years as the traditional
Von Neumann architecture has faced a severe memory bottleneck. Numerous research
efforts have been dedicated to addressing this challenge. Our approach focuses on de-
signing a memory unit capable of performing multiple simultaneous memory writes to
different addresses. We call this unit vector memory. This chapter delves into the de-

sign and implementation of our accelerator, detailing its architecture and functionality.

Vector memory could be used by various cryptographic applications which need to
erase large memory segments to overwrite cryptographic keys or other important se-
crets. Programs doing the cleanup frequently (e.g. cryptographic key scheduling at the
key renewal) would benefit from the ability to overwrite an arbitrarily large memory
segment while only executing a constant number of instructions. Such a functionality
could lead to a very efficient implementation of memset function which is used by many

comimon prograrms.

3.1 The vector memory system design

The vector memory is directly connected to the system’s address and data bus and
is integrated into a System-on-Chip (SOC) architecture. At its core lies a lightweight
RISC-V processor. This processor only implements the base instruction set, RV32I,
yet remains a fully capable processor with Gcc support for C and C++ [3]. The soc

system consists of the following main components:

23
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e RISC-V cprU

e RAM

e the vector memory unit

e SOC logic (device selection subsystem, PLL, ...)

RAM serves as a conventional memory unit alongside the vector memory. Since most
FPGA boards include embedded block RAM within their fabric, we utilized this resource.
However, the vector memory cannot entirely replace RAM, as its complexity grows
exponentially with the size of the memory address. In summary, the vector memory
is optimized for simultaneous writes, while the conventional RAM provides additional
storage capacity. A memory-mapped 1/0 technique enables the CPU to access all

connected devices. A high-level schematic of the system is illustrated in Figure 3.1.

Figure 3.1: High-level schematic of the system
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3.1.1 Vector memory unit design

Conventional SRAM memories are organized into a grid and an address decoder is used
to select the correct memory cell for either a write or read operation. VERILOG has

direct support for decoders in the language which can be illustrated in Figure 3.2.

As a result, the designer is able to select a single cell for the write operation. Recall
that we aim to write to multiple memory cells at once, so custom logic needs to be
tailored for this task. The resulting circuit is similar to a decoder with the exception

that multiple cells might get activated in the process of data write.

Furthermore, the programmer/compiler needs some means to control the memory and
instruct it on which cells to write. The cell activation is controlled by address mask. If
a masking bit is set, the effect is as if the corresponding address bit was ignored. As a

consequence, multiple memory cells get activated. To introduce a brief example, let us
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Figure 3.2: Decoder in VERILOG

// array of registers
reg [7:0] reg_file [32:0];
// a decoder is synthesized to select the register
wire [4:0] decoder;
// based on the decoder’s value
always @ (posedge clk) begin
reg_file[decoder] <= data;

end

Figure 3.3: 2-4 decoder. Source: |[6]
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have a system with 8 bits wide address bus and 32 bits wide data bus and a program
in a C-like pseudolanguage depicted in Figure 3.4 . Since the least significant bit is
masked, both 0x08 and 0x09 addresses will be assigned the value.

Figure 3.4: Using vector memory

// assume the mask is 0x01
uint32_t *addr = 0b00001000;
*addr = Oxeeeeeecee;

// addr + 1 == 0x09 == 0b00001001;

assert(*addr == Oxeceeccee && *(addr + 1) == Oxeeceececee);

In the final design, each memory cell’s size is 32 bits. In other words, 4-byte words are
addressed and the mask is applied to the relevant part of the address (excluding the
two least significant bits). For example, if the memory size was 256 bytes (64 4-byte
words), the address would be 8 bits wide with the upper 6 bits addressing a word. This

means that the mask is 6 bits wide.

As noted above, the masking logic is similar to a decoder. Additional OR logic gates

are introduced to take the mask into account. A logical OR is performed on the address
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bit and the mask bit and the result is fed into an AND gate just as a decoder. The
design is depicted in Figure 3.5.

Figure 3.5: The enhanced masked decoder. The mask bus is denoted as m; while the

address bus as a;. The sel; lines represent the activation signals for memory cells.

1T
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Memory mask control instruction

The address mask is populated by executing a custom instruction which we added to
the RvV32I instruction set. The mask is cleared after every store instruction in order not
to introduce overhead with an additional clear instruction (or assigning value of zero
to the mask). The instruction’s operand is a 20-bit immediate value to which the mask
is set. As we described previously in subsection 1.3.1, wider immediate values are not
supported by the Rv321 architecture, so this is the maximum mask width we are able to
achieve with only using immediate values. Wider constants can be obtained by storing
a shorter immediate in a register which can then be shifted to the left and concatenated
with its second part. The register is then used as an instruction operand. In order not
to significantly complicate the CPU design, register operands for the instruction are
not supported. Nevertheless, given our environment, 20-bit wide mask is more than
enough. The mask is stored in a special-purpose mask control register which is an
implicit operand of the instruction. The newly added mask bus connects the register

and the vector memory which is illustrated in Figure 3.6.
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Figure 3.6: Address mask control register
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3.2 Implementation

The implementation was carried out using the VERILOG language. All source code and

associated resources are provided in Appendix A: The vector memory source code.

The core of the system is a modified RISC-V processor from the LearnFPGA project
mentioned in section 1.4. It was extended with a custom CPU instruction to control
the vector memory mask. The instruction uses the U-type format which contains a
20-bit field dedicated for an immediate value. The opcode used for the instruction
is 7°b0000100 (using VERILOG syntax). The rd instruction field is ignored. This
extension was relatively straightforward, involving the addition of a vector memory
address mask bus to enable the processor to directly manage the mask within the
vector memory unit. The source code clearly highlights the sections responsible for

these modifications.

The vector memory module was written from scratch, based on the concept described
in subsection 3.1.1. The primary challenge in its implementation was ensuring the
design could accommodate an arbitrary memory address size. Initially, the VERILOG
module was limited to a 2-bit mask bus due to hardcoded memory cell counts. For a

2-bit mask bus, see Figure 3.7:

Figure 3.7: VERILOG implementation of enhanced decoder for 2-bit bus

// addr is the address bus, mask is the mask bus (both 2 bits long)

wsel[0] = ('addr[0] | mask[0]) & ('addr[1] | mask[1]);
wsel[1] = (addr[0] | mask[0]) & ('addr([1] | mask[1]);
wsel[2] = (taddr[0] | mask[0]) & (addr[1] | mask[1]);
wsel[3] = (addr[0] | mask[0]) & (addr[1] | mask[1]);

The main drawback of this initial solution was that the source code would become
excessively large if additional bus bits were added. Even worse, significant modifications
would be required to support larger buses. Fortunately, VERILOG provides support for

generate blocks, which allow FPGA designers to define parameterized templates. These
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blocks can include for-loops that are unrolled during synthesis, enabling a more general
and scalable description of the circuit. The final source code is included in Appendix

A: The vector memory source code.

Additionally, the SOC module integrates all components and manages device selection
based on memory addresses, as briefly discussed in section 3.1. An additional module
containing phase-locked loop (PLL) circuit was incorporated to enable clock frequency
scaling. The implementation of the SOC module was inspired by the LearnFPGA
project. All the source file can be found in directory src/ which is part of Appendix

A: The vector memory source code.

3.2.1 Logic cell usage optimization

Given the nature of the problem, high usage of logic cells was encountered during the
implementation process. Several optimization techniques were applied to reduce the

amount of logic cell resources needed for the synthesis of the vector memory circuit.

Crossbar matrix layout optimization

The conventional decoder spatial complexity with respect to the address size (from
now on denoted as n) is exponential. Each bit can be zero or one, therefore 2" AND
gates are required to distinguish each possible case. Hardware designers came with an
optimization which lies in organizing the memory cells into a grid or crossbar matrix.
In this scheme, the address is split into two halves: one part selects the row while
the other determines the column of the grid. The decoder for a half of the address is
considerably smaller with 22 output channels. Consequently, the space complexity of

the final circuit is 2 x 22 = 23+1,

Initially, the memory cells in our design were organized linearly into a simple array.
The enhanced decoder used for selecting the write targets consisted of 2" AND gates and
additional n OR gates for each AND gate. In summary, the enhanced decoder comprised
nx 2" 42" = 2" x (n+ 1) logic gates (excluding NOT gates). However, after applying
the crossbar matrix layout optimization, the number of logic gates required dropped
to:

2 % 2% x(g+1)=2%+1 x(g+1)

BRAM optimization

Synthesis tools can infer a user-defined construct as block RAM (BRAM) if the design
utilizes the circuit as a RAM. Figure 3.8 illustrates the pattern which should be used
to hint Yosys to infer the design to the BRAM.
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Figure 3.8: Yosys BRAM pattern

// 32kB RAM
reg [31:0] RAM [8191:0];
always @ (posedge clk) begin
if (write_strobe)
RAM[addr] <= wdata;
else if (read_strobe)
rdata <= RAM[addr];

end

RAM can also be implemented using logic cells, but this comes at a significant cost.
Each bit of RAM capacity requires one FF circuit, along with additional decoding logic
consuming FPGA resources. Utilizing BRAM instead allows for substantial optimization,

preserving a large number of logic cells s for other logic.

Unfortunately, the vector memory circuit cannot leverage the BRAM units due to its
design goal of modifying the addressing logic which is hard-wired into the BRAM hard-
ware and cannot be reconfigured. As a result, the only viable option is to use FPGA’s
logic cells to implement the vector memory cells. Fortunately, the BRAM units can still

serve as conventional storage space, complementing to the vector memory.

Three-state logic optimization

With the write addressing logic optimized, the attention shifted to the read address
decoding. Initially, the read logic used a multiplexer which was simply used to output
the selected value. However, as the number of the memory cells increased, the com-
plexity of the multiplexer became too large. This led us to consider other options for

fetching the read value, namely, three-state logic also referred to as tri-state logic.

Three-state logic allows a circuit to enter a so-called high impedance state, effectively
disconnecting the circuit from the bus allowing other circuits to claim it. This allows
multiple circuits to share the same bus as long as only one bus driver uses the bus at
every moment. Since only a single cell can be read at a time in our memory circuit,
adopting three-state logic approach allowing all the cells to share the same data bus

would save a considerable amount of resources spent on the synthesized multiplexer.

Furthermore, the concept of three-state logic is part of VERILOG. The high-impedance

state can be expressed using a special value. The usage is demonstrated on Figure 3.9.

Sadly, iCE40 FPGAs don’t implement three-state logic except in their 1/0 blocks which
allows them to be used for both input and output [20]. Despite this, we experimented

with the concept in the design and successfully synthesized it with Yosys. We made
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Figure 3.9: Three-state logic in VERILOG

// Three-state logic demonstration

reg [7:0] data;

wire select;

wire [7:0] shared_bus = select ? data : {8{1’bz}};

the following assumptions based on observations of the output produced by the tool.
The tool only inferred $tribuf$ primitive (the primitive representing a tri-state buffer)
when the high-impedance syntax was associated with a top-level module’s input and
output channels. As mentioned above, the three-state logic is only implemented in
1/0 block of the FPGA fabric. The tool’s behavior therefore seems reasonable as the
top-level module’s inputs and outputs are mapped to the physical FPGA 1/0 pins.
On the other hand, the three-state logic used in the lower-level modules is emulated
using conventional logic such as a multiplexer. This is backed up by the default Yosys
synth_ice40 script which serves as a generic synthesis workflow for the iCE40 FPGA
family [25]. In its workflow, the script calls another module named tribuf which
is responsible for mapping $tribuf$ cells to the underlying atomic primitives and is
called with the -logic option, instructing the tool to convert tri-state buffers that do

not drive output ports to non-tristate logic [26].

The final logic cell usage of the three-state design remained largely unchanged. To sum
up, the effort to reduce the logic cell usage by employing the three-state logic concept

in the end proved to be unsuccessful, due to the issues described above.

3.3 Evaluation

The design was verified both in simulation and hardware. The hardware used is de-
scribed in section 1.5. A testing firmware program leveraging the custom instruction
and the vector memory was written to ensure the synthesized circuit behaves as in-
tended. The program is written using RISC-V assembly as GCC doesn’t obviously
support the custom instruction. RISC-V assembler was used to generate the raw
instructions in binary. RISC-V assembler doesn’t recognize the custom instruction,
therefore, it had to be inserted by hand in the final hexadecimal representation of the
program. Fortunately, all RISC-V instructions have an equal length. During the de-
velopment process, all the custom instruction occurrences in the code were replaced
with nop instruction instances. This way, the assembler calculated relative jump off-
sets correctly, effectively unburdening us from manually calculating the relative jump
offsets. Before the firmware upload, all the nop (0x00000013) instances were manually

replaced with the custom instruction opcode. Not to mention, the final program is
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position-independent. This means no further relocations are required and the program
can be deployed at an arbitrary location. In the testing, the program was always placed

at address 0 where the CPU starts the execution.

The testing program can be found in directory firmware/ which is part of the reposi-
tory included in Appendix A: The vector memory source code. The vector memory is
mapped to the memory region ranging from 0x400000 to 0x400100 which corresponds
to 256 bytes (64 4-byte words). The firmware first initializes the whole region with

zeros using the vector capabilities of the memory.

Range 0x400020-0x40003f is then overwritten with value of 0xfff£f£000 using the
vector capabilities by setting the mask to value 7 which spans a contiguous region of 8
4-byte words (32 bytes). The program then loops over the whole vector memory space
and queries the value of each 4-byte word address. A check is performed, whether
the address contains the correct value (0x00000000 or Oxfffff000). If the value is
incorrect, the program jumps to the end to execute the infinite loop where nothing
is done. If all the values are correct, a signal mapped to an onboard LED is set to

indicate the correct state.

The program signaled the correct final state every time both in simulation and real

hardware execution.

The source code, testing firmware and all the build scripts can be found in Appendix

A: The vector memory source code.

3.3.1 Conclusion

It can be concluded that the concept and the design worked well. There is, however, a
problem with the high logic cell usage. We were not able to further reduce the logic cell
consumption for a reasonably large vector memory address size. For a usable vector
memory size, we would need a much larger number of logic cells which our hardware
simply could not provide. As a result, we were not able to test the vector memory
on a real-life example to demonstrate its usefulness. On the other hand, the concept
proposed by the thesis works and the idea could be used in critical applications which
require n-fold repetition of a value to multiple memory address. The design could be
extended with an instruction that accepts a register instead of an immediate value
as an operand, enabling the memory mask to be modified based on values known at

runtime.

Future work

Creating a memory capable of writing to multiple addresses in a single access, while still

being practical is a complex task. However, FPGA’s BRAM blocks could be leveraged
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to address this challenge. A possible design could feature a processing unit attached
to a BRAM block, accessing it in the usual way. Parallelism would be achieved by
attaching a dedicated processing unit to each BRAM block found on the FPGA chip. If
the FPGA contained n such blocks, n processing units would be synthesized, allowing
each unit to operate independently on its corresponding block. For example, to zero
out the entire memory, the CPU could command all units to clear their respective blocks
simultaneously. While a single unit would zero its block sequentially, n units operating

in parallel would significantly boost the overall performance.

Additionally, other types of operations could be explored. For example, the memory
could support adding a value to selected addresses. This could be used to implement

a simultaneous increment of multiple counters.



Chapter 4

RISC-V light vector instructions

The chapter deals with design and implementation of a lightweight RV32I extension
which adds vector-like capabilities while using existing processor infrastructure and
minimizing additional resource usage. As described in section 1.3.1, RISC-V standard
specifies several extensions. One of them is the vector extension (V) which is by far the
most complex [19]. The extension is usually implemented as a coprocessor that is not
included in the main core. It defines new vector registers which can be aggregated and
used to perform vectorized operations on a larger array of data. Our goal is to design
and implement a subset of these operations while minimizing additional resource usage
by leveraging existing resources, specifically by using the existing RISC-V general-

purpose registers, unlike the approaches described in section 1.3.1 and section 2.4.

We extended the RvV321 core from the LearnFPGA project with two additional opera-
tions. The first is vectorized comparison which searches an array of bytes for a single
byte value. The result of this operation is a bitmap with bit length equal to the number
of bytes in the searched array. For example, suppose we had a 4-byte array 0xff00££00
and the value to search the array for was 0x00. The resulting bitmap would be four
bits long and its value would be 0b0101. If the search could be performed by executing
one instruction, many known algorithms would benefit in terms of performance boost.
For example, the well-known strlen function could benefit from the ability to search

large blocks of characters for the terminating null byte using one instruction.

The algorithms we used as an inspiration for this idea usually need to compute the
position of the first occurrence of the character in the stream of bytes, e.g. the above-
mentioned strlen. However, if the program had to search the resulting bitmap for the
first occurrence of bit with value 1, starting with the least significant bit, the whole
bitmap would have to be linearly scanned which would waste performance gained from
performing the multi-byte comparison. This led us to introduce count trailing zeros

(CTZ) instruction which is equivalent to finding the position of the first bit with a

33
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value of one (when going from the least significant bit to the most significant one).

Figure 4.1 contains a C program computing a string’s length using multibytecmp32
and ctz32 implementing the multi-byte compare operation and the CTZ operation
respectively. The vector byte array is 32 bytes long and the CTZ operation is performed
on a 32-bit word. The implementation is expected to be more efficient, as it eliminates
many of the comparison and branching instructions required in the standard approach,
which processes the string by loading a four-byte word into a register and branching

on each result. In contrast, our implementation branches only once per 32-byte block.

Figure 4.1: Implementation of strlen using the multi-byte compare and CTZ opera-

tions

uint32_t multibytecmp32(const char *data, char cmpval);
uint32_t ctz32(uint32_t data);

// s must be aligned to 32 bytes

size_t strlen(const char *s)

{
size_t i1 = 0;
uint32_t mcmp_res;
while (1) {
mcmp_res = multibytecmp32(s + i, 0);
if (mcmp_res == 0)
i += 32;
else
break;
+
i += ctz32(mcmp_res);
return i;
}

We will demonstrate that the combination of these two concepts increases the perfor-
mance of the RV32I architecture in commonly used algorithms, such as strlen, and
that the result can be achieved without drastically modifying the processor design. We
will also show that our implementation only consumes a small amount of additional

resources.
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4.1 Design

The design is based on a complete computing system from the LearnFPGA project
featuring the processor, memory and a set of peripherals such as UART controller im-
plemented as VERILOG modules which can be synthesized and uploaded to an FPGA.
The RV321 core was extended with custom units to support the above-mentioned op-
erations, namely the vectorized multi-byte comparison and CTZ operation. Figure 4.2

depicts a high-level schematic of the setup used.

Figure 4.2: The hardware setup used for the development. Additional peripherals are

omitted from the schematic for clarity.

FPGA
S5o0C
UART ._I—’ Host PC
RISC-V = » UART = > to
UsB

4.1.1 Multi-byte comparison

The main idea is that a subset of the Rv32I GPRs could be aggregated into a contigu-
ous array of bytes on which a set of operations can be performed in parallel. Since
general-purpose registers are used, no additional primitives, accessible to the program-
mer, except instructions are introduced to the architecture as opposed to extensions

described in section 1.3.1 and section 2.4.

The registers selected for the vector operation do not necessarily need to physically
form a contiguous array, rather, the resulting byte array appears contiguous. Further-
more, the selected registers must adhere to the standard RISC-V register convention.
As shown in subsection 1.3.1, the convention specifies seven temporary registers, which
could be used to define an array of 28 bytes. Additional registers may also be in-
cluded if needed. However, they serve a purpose in the RISC-V register convention
and overwriting them might introduce an undefined behavior in the program execu-
tion. Therefore, the compiler/programmer would be forced to push the registers to the
top of the stack and recover their original contents after the instruction execution has
been completed. We would like to minimize the need to save the original contents as
it would introduce undesired overhead in the multi-byte compare flow. Register x17
seemed to be a good candidate serving as a function call argument register used for

passing the seventh argument. Functions with at least seven arguments are relatively
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rare making this register well-suited for this role.

The final vector array size determines the selected set of registers and we decided to
limit it to 32 bytes. The selection of registers used for the vector array was significantly
influenced by the implementation details. Therefore, the final set of vector registers as
well as the rationale behind the selection are explained later in section 4.2.1. For now,

let us denote the registers forming the vector array as rsi, rs2, ..., rs8.

We propose numerous variants of the multi-byte compare instruction. There is a sep-
arate instruction for each possible array size from 4, 8, 12, up to 32 (the increment
is four due to the register width being four bytes). In other words, the instruction
encodes the number of GPRs to be stacked to form the array (the number of implicit
instruction operands). Another parameter is the instruction operand. Two operand
types are supported, namely a register and an immediate value. When the register
operand is used, the least significant byte is interpreted as the value for which the byte

array is searched.

The registers are grouped in order with rs1 being the first one, followed by rs2 , and
so on. Since RISC-V uses a little-endian principle, the first byte of the array is stored
in the least significant byte of register rs1. After applying this logic, the first match
found in the array corresponds to the least significant bit of the result. The concept is

illustrated in Figure 4.3.

Figure 4.3: Multi-byte compare with two registers and value of 0 to search for

rs1[31:24] rs1[23:16] rs1[15:8]  rs1[7:0] rs0[31:24] rs0[23:16] rsO[15:8]  rsO[7:0]
0x00 0x80 0x01 0x00 Oxa0 0x00 Oxff 0x00
1 0 0 1 0 1 0 1
7 6 5 4 3 2 1 0
The vector registers rsi, ..., rs8 serve as implicit operands for the instruction. The

number of implicit operands is determined by the array size, which is encoded in the
instruction. For example, if the instruction variant corresponding to array size of 16 is

used, four vector registers (rsi1-rs4) are selected for the operation.

Initially, we planned to add an instruction which, when executed, would load a con-
tiguous array of bytes from the memory to the destination array registers. This posed
complications, as the memory data bus is only 32 bits wide. This means that there

were only two options of loading multiple memory values. The first was to load the
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data sequentially in a hardware loop. This would violate the RISC principles on which
RISC-V is based as the instruction would not follow the conventional RISC pattern
of instruction execution which consists of instruction fetching, decoding, and execu-
tion. The second option is to extend the memory data bus to 256 bits which is highly

undesirable.

Multi-byte compare program flow

Not being satisfied with these solutions, we propose a solution which combines the
software and hardware. The software executes several load instructions to load the
vector registers getting the target byte array ready. Afterwards, the multi-byte compare
instruction is executed, resulting in a bitmap as explained previously. The advantage
of this approach is that the byte comparison can be done in parallel in hardware,
saving several sequential comparisons and branching which ultimately saves the final
execution time. This means that only one CPU cycle is needed to complete the whole
instruction. The implementation details are explained in detail in subsection 4.2.1.
The resulting bitmap is stored in the destination register and can further be processed

by the software.

Aside from effectively solving the problem of loading the array into the registers, this
approach allows for a high level of scalability and flexibility. The software is free to
load arbitrary values to the operand registers, meaning that the scanned array does
not necessarily need to be contiguous. Some registers might even be loaded with an
immediate values, serving as padding, for example. To sum up, the operand register

content is entirely controlled by the application program.

It could be argued that a sequence of LOAD instructions introduces some overhead.
However, common algorithms have to load the values from the memory at some point,
regardless of the approach. For example, the strlen function needs to load each byte of
the string to a register at some point. In other words, the accelerated strlen does not
execute more LOAD instruction than the regular implementation. The key advantage
of our extension lies in reducing the number of comparisons and branches executed in

common algorithms.

4.1.2 Count leading zeros instruction

As we explained at the beginning of the chapter, many applications would benefit
from the combination of the multi-byte comparison when used along with the CTZ
instruction. The CTZ instruction’s interface is much simpler than that of multi-byte
compare. All operands are explicit and there are two of them, namely the source

register and the destination register. The result of the operation is a 6-bit value. The
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five least significant bits represent the count of trailing zeros (equivalent to the bit
position of the first set bit), while the most significant bit indicates an error when the
entire register is zero. Several problems were encountered during the implementation

phase which are explained in detail later in subsection 4.2.2.

4.2 Implementation

The implementation of the extension is based on a RV32I core from the LearnFPGA

project. Two units were added:
e Multi-byte compare unit

e Bit manipulation unit (referred to as bitmanip unit from now on) - performs the

CTZ operation

Even though the implementation might seem straightforward at first, numerous com-
plications were encountered during the implementation phase and this section tries to
describe and explain them. The repository containing the source code along with a
manual describing the structure and build process are included in Appendix B: The

lightweight vector RISC-V extension source code.

4.2.1 Implementing multi-byte compare
Instruction format

The I-type instruction format was used for the multi-byte compare instruction, as it is
the most suitable existing variant. Introducing a new instruction format was not con-

sidered as an option, as it is undesirable to further complicate the Rv32I architecture.
The I-type format contains all the necessary fields for the multi-byte compare purposes:
e opcode
e 1rd - selects the destination register
e funct3 - selects the concrete type of operation to be performed

e rsl - the source register containing the value which is compared to the target

array of bytes
e [imm field - the immediate value compared to the target array of bytes

Recall that the extended instruction set contains two related instruction families. The
first takes a register as a source operand, while the other uses an immediate value.
These two families require different fields in the instruction vector. The I-type format
contains a union of fields needed by both variants. Some fields are ignored, for instance,

the register operand instruction variant ignores the immediate value field. The two
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variants are distinguished by their opcode values which were chosen randomly from

the set of unoccupied opcodes.

Either of the two groups can further be split into subgroups by the amount of implicit
operands (vector registers) they take. This is determined by funct3 field which con-
tains three bits. Conveniently, these bits allow us to encode eight distinct cases which
correspond to the amount of implicit register operands. Table 4.1 summarizes all in-
struction variants. In total, there are fifteen unique multi-byte compare instructions.
The reason why there are only seven instructions for the register variant is explained

in detail in section 4.2.1.

Table 4.1: Multi-byte compare instruction variants

Instruction variants .
. [imm rsl funct3 | rd opcode
Instruction fields

Register operand | Ignored | Used 0-6 | Used | 7°1010000
Immediate operand | Used | Ignored | 0-7 | Used | 7°©1000000

The RV321 implementation had a working instruction decoder to which we added two

additional entries.

Multi-byte compare unit

As explained in section 4.1, the comparison on a large array of bytes can be done in
parallel in hardware, as multiple instances of a comparator circuit, which can work
independently from one another, can be leveraged for such a task. The concept is

illustrated in Figure 4.4.

Figure 4.4: Multi-byte comparators
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Figure 4.5 illustrates a possible implementation of a circuit performing parallel com-

parison in a register.

The circuit for eight 4-byte registers (thirty-two bytes in total) would look the same

except that it would be assembled from thirty-two 8-bit comparator circuits. The
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Figure 4.5: Parallel register comparator circuit in VERILOG

wire [7:0] byte_val;

reg [31:0] r;

wire [3:0] result = {
r[31:24] == byte_val,
r[23:16] == byte_val,
r[15:8] == byte_val,
r[7:0] == byte_val

time needed for the computation remains the same, as the comparators perform the

computation in parallel.

It is important to note that this entire sequence can be performed in just two clock
cycles. The first fetches the register values from the register file and the byte search
follows in the next cycle. This allows to implement the whole instruction in just two

stages:
1. fetch the instruction and operands
2. execute the instruction

The unit implements the array size scaling based on the value found in funct3 field.
The result is always 32-bit wide, regardless of the array size. The unit assumes the
array size to be the maximum value. Once the resulting bitmap has been computed,
the part of the result corresponding to the array segment not to be included is set
to zero. For example, if the instruction’s funct3 field is equal to value of 3, it means
that the array consisting of four registers is selected. The unit loads the value of all
vector GPRs (the upper four may contain garbage values) and performs the search on
32 bytes, resulting in 32 bits wide result. The 16 most significant bits are masked to 0

as the program only requested a 16 bytes wide array.

The mask is computed for each byte in the 32-byte array. The four most significant
bytes are only searched if the funct3 field is equal to 7, the next 4-byte segment when
funct3 is equal to 7 or 6, and so on. This can be described in VERILOG by calculating
a chain of prefix bitwise OR operations, leveraging VERILOG’s for loop generating

template as described in Figure 4.6.

The problem we faced during the implementation was that we needed a non-trivial
number of registers to be fetched from the register file as our goal was not to compromise
on the instruction cycle length. This implies that all the vector registers must be fetched

from the register file in a single clock cycle.

The register file is, after all, only a SRAM memory with a relatively small capacity.
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Figure 4.6: Multi-byte compare result mask calculation

// one-hot encoded funct3 (consumes less LUTs)
wire [7:0] multiCmpOp = 1 << funct3;
// prefix_bitmask determines which registers are ignored
wire [31:0] prefix_bitmask;
assign prefix_bitmask[7] = multiCmpOp[7];
for (1 =7; 1>0; i =1 - 1) begin
assign prefix_bitmask[i - 1] = multiCmpOp[i - 1] |
prefix_bitmask[i];

end

thirty-two 4-byte words can be addressed using 5 bits wide address. This means that
a register file can be inferred to FPGA’s BRAM arrays, reducing the design’s logic cell
usage. Even though the RISC-V’s register file is relatively small, containing thirty-two
4-byte words. This means that if the file was synthesized using logic cells instead of
BRAM arrays, 128 bytes (1024 bits) would have to be synthesized using logic cells. This
does not seem much, however, each bit consumes at least one logic cell by using its FF.
Given that our hardware has a relatively small capacity, this might not be the best

approach.

Multi-port read register file

The correct memory declaration pattern was used to make sure the synthesis tool would
infer the register file to the BRAM arrays. When implementing multi-byte compare,
the workflow included loading multiple values from the register file to perform byte
search in parallel. Putting these together, the BRAM arrays on the FPGA chip would
have to support several simultaneous read operations to be able to fetch the instruc-
tion operands from the register file. Our FPGA only contains simple-dual port BRAM
[20], meaning only one read can be initiated in a clock cycle as described in subsec-
tion 1.2.1. Fortunately, the Yosys tool implements a mechanism capable of overcoming

these restrictions by emulating a multi-port RAM read behavior.

The behavior description below is just an assumption based on the tool’s behavior and
we could not verify it in the documentation as we were not able to find any section
describing the multi-port memory emulation process in detail. Yosys automatically
infers and emulates multi-port RAM by grouping more BRAM blocks into an array and
stores a copy of the data into each block. The write strobe and bus is shared among all
RAM blocks, ensuring the same data is written to each unit which guarantees the data
consistency (assuming all blocks are initialized with the same values). When it comes

to reading, each block has an independent read channel, allowing to fetch the data in
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parallel. As each block stores the copy of the same data, the effect is the same as with

a single multi-port RAM. The concept is illustrated on a dual-port RAM in Figure 4.7.

Figure 4.7: Dual-port RAM emulation
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This trick allows the design to utilize RAM arrays with a theoretically arbitrary number
of read ports. This would, however, break as soon as another write port was added to
the design since writing to multiple blocks would break the data consistency invariant.

Fortunately, our design only needed multi-port read operation.

Even though the the design inferred to logic cells fitted on our hardware, the multi-
port RAM Yosys behavior is definitely a parameter to watch out for. There is a tradeoff
between the logic cell consumption and wasting BRAM arrays for multi-port memory

emulation.

Furthermore, the BRAM on our hardware was only able to output 16 bits of data as can
be seen in table 3.4 in [20]. To achieve data bus width of 32 bits, two BRAM instances
need to be concatenated with the first including lower 16 bits of registers, while the
other the upper 16 bits to allow fetching a 32 bits wide value in one read. The size of

a BRAM instance is 512 bytes on our hardware.

The register file has a size of 128 bytes. However, two instances are required to em-
ulate a 32-bit bus. Consequently, emulating an m-port register file with a 32-bit bus
would require 2 x m blocks. This was confirmed through an experiment in which we
tested several RAM designs with varying numbers of read ports. The source code used
for the experiment, along with the documentation, is included in Appendix C: Yosys
BRAM inference experiments. Figure 4.8 and Figure 4.9 document the final resource
usage reported by Yosys for dual-port and 4-port RAM respectively. It can be observed
that the number of SB_RAM40_4K (BRAM found on ICE40 FPGAS) primitives is propor-

tional to the number of read ports as described above. However, in certain cases, this
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relationship did not hold, leading to implementation issues discussed in section 4.2.1.

2.48. Printing statistics.

=== rap ===
Number of wires: 11
Number of wire bits: 70
Number of public wires: 11
Number of public wire bits: 70
Number of ports: 8
Number of port bits: 37
Number of memories: 0
Number of memory bits: 0
Number of processes: 0
Number of cells: 3
SB_LUT4 1
SB_RAM40_4K 2

Figure 4.8: The resource usage for dual-port RAM provided by Yosys

2.48. Printing statistics.

=== ram ===
Number of wires: 17
Number of wire bits: 128
Number of public wires: 17
Number of public wire bits: 128
Number of ports: 12
Number of port bits: 63
Number of memories: 0
Number of memory bits: 0
Number of processes: 0
Number of cells: 5
SB_LUT4 1
SB_RAM40_4K 4

Figure 4.9: The resource usage for 4-port RAM provided by Yosys
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Reducing the register file’s read ports

The Yosys BRAM pattern requires to define a set of registers which load the value
from the memory. The base RV32I architecture only requires two such registers as
some instructions need two register operands. This number was later increased to
accommodate loading vector registers from the register file. The two original registers
are utilized to hold the values of the implicit operands for the multi-byte compare
instruction, as well as to store values from the explicit operand registers during the

execution of other instructions.

However, the register instruction variant needs to load all implicit operands, as well
as the explicit operand register. This would require 9-port RAM instead of the original
8-port. In order not to waste resources (more BRAM blocks and a new register which
might be used by RISC-V ABI) and make the CPU design too complex, this variant
is unsupported. For this reason, register rsi is ignored when executing the register
variant, resulting in the rs2 being the first register of the array. This is illustrated in
Figure 4.10. In fact, the bitmask is computed for all registers. As a result, the four
least significant bits might contain garbage values. Therefore, when the register variant
is executed, the resulting bitmask is shifted 4 bits to the right.

To sum up, the full 32 bytes long array is supported for the immediate operand version,

while the maximum array size for the register version is 28.

Figure 4.10: Vector arrays for the immediate and the register instruction variant (rd
denotes the destination register, imm denotes an immediate value, and rs denotes the

source register).

multicmp28 rd, imm

rsl rs2 rs3 rsd rss rsé rs7

multicmp28 rd, rs

rs2 rs3 rs4 rss rsé rs7 rs8

The set of vector registers

During the implementation of the multi-port register file, we noticed that Yosys BRAM
usage did not correspond to the pattern we described in section 4.2.1. Recall that the
implicit instruction operands are registers. In other words, the operands are indices

pointing to an offset in the register file. The important fact is that these indices
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are constant (with the notable exception of rs1 and rs2 which are used by other

instructions as explicit operands).

Yosys treats RAM memory designs with constant addresses on read ports specifically. It
appears that as a part of the optimization process, it merges certain access ports whose
binary representations are close in terms of Hamming distance. The optimization can
be recognized by a log message stating: 'Merging ports x, y’. The problem with the
optimization is that if applied, the BRAM usage calculation, explained in section 4.2.1,
does not hold, resulting in larger BRAM usage. The initial plan was to use the seven
temporary registers from the calling convention supplemented by an additional reg-
ister. However, when we synthesized the design with this setting, Yosys applied the
optimization and the BRAM array usage increased. The FPGA was still able to fit the
CPU design, but there was no space left for the main memory which must be inferred

to BRAM to achieve reasonable capacity.

We explored several register combinations using a trial-and-error approach to minimize
BRAM usage while maximizing the utilization of temporary registers. Ultimately, we
identified a configuration that was mapped to just sixteen BRAM blocks, consisting
of six temporary registers along with x15 and x16. These registers are used to pass
the fifth and sixth function arguments, respectively, and are saved by the caller. As
long as they are not required by the callee, they do not need to be saved on the
stack. Fortunately, functions with five or more arguments are relatively uncommon.
Alternatively, functions requiring many arguments can be avoided by grouping the
values into a structure and passing a pointer to it, rather than passing each value

individually.

The mapping of rs registers to the actual GPRs is parameterized and can be easily
modified in one place. The source code includes two predefined mappings: the original
configuration, which uses seven temporary registers and x17, and an alternative opti-
mized for BRAM usage, which we refer to as the compressed vector register set from
this point forward. The original mapping uses thirty-two BRAM blocks as opposed to
the optimized one’s sixteen. The two block configurations are illustrated in figures 4.11
and 4.12. The leftmost register corresponds to the first element of the vector array,

with its least significant bit also positioned on the left.

Figure 4.11: The original vector array optimized for the RISC-V ABI

x5 x6 x7 x28 x29 x30 x31 x17

Another thing to consider when choosing one of the available options is the signal path
delay introduced by adding additional port to the register file. The vector register set,

as well as the type of synthesized memory, significantly impacted the final frequency
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Figure 4.12: The compressed vector array as we refer to it optimized to reduce BRAM

usage

x31 x7 x5 x6 x29 x30 x15 x16

of the extended CPU. Subsection 4.3.3 describes various setups and evaluates their

resource usage along with maximum frequency properties.

The CPU scalability

One advantage of the implementation described in this thesis is the parameterization
of the multi- byte compare unit, which allows the maximum number of vector registers
to be configured at synthesis time by modifying a single line of code. So far, only
the variant with eight vector registers has been discussed. However, some applica-
tions may require only four. To support this flexibility, the CPU module includes the
VEC_REG_COUNT parameter. The legal values range from three all the way up to eight.

Although a vector register count of eight was previously assumed, all described concepts
apply analogously to any valid vector register count. However, not all configurations
support every combination of instruction variant and maximum array size. Just like
before, the maximum vector array size cannot be combined with the register variant of
the instruction. Let us suppose the VEC_REG_COUNT is equal to 4. The maximum array

is 12 for the register variant, while the immediate variant supports the full 16 bytes.

4.2.2 Implementing CTZ instruction

As explained at the beginning of the chapter, we would like to benefit from combining
the multi-byte compare instruction with CTZ. By having numerous variations of the
multi-byte compare instruction, one might want to execute the instruction on a value
whose bit width is other than 32. We chose not to implement multiple variants of the
CTZ instruction meaning it always assumes a 32 bits wide target. This does not pose
any restriction on the usage as, for example, a 16-bit value could be zero-extended to
32 bits and the trailing zero count would remain the same, provided that the 16-bit
value contains at least one bit of value one. This goes hand in hand with the multi-byte
compare instruction which always zero-extends the result to 32 bits. Conveniently for
the programmer, the result of multi-byte compare can directly be fed into the CTZ

instruction without any modification.

Instruction format

The instruction format of the CTZ instruction is much simpler as its only operand is

a register containing the value to perform the computation on. Again, I-type instruc-
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tion format was chosen for the CT7Z instruction as it is suitable for the instruction’s

requirements. The opcode chosen for the instruction is 7°1010100.

Bitmanip unit

The bit manipulation unit (bitmanip unit) is meant to perform bit manipulation opera-
tions such as count leading/trailing zeros. Our instance only implements count trailing
zeros functionality leaving the funct3 field unused for other potential bit manipulation
operations. The unit computes a 6-bit value representing the number of trailing zeros
in the 32-bit target register. As mentioned in subsection 4.1.2, the most significant bit

is used to indicate an error when the target value is zero.

A naive implementation of CTZ might use a priority-encoder circuit consisting of a
long chain which is terminated once the first non-zero bit has been found. Figure 4.13
demonstrates a possible implementation of a circuit computing trailing zeros on a 6-bit
word. A key issue with this design is that the length of the logic chain grows linearly
with the word size. As a result, implementing this approach for a 32-bit word would

negatively impact the maximum operating frequency of the circuit.

Figure 4.13: Count trailing zeros circuit

module ctz6 (
input [6:0] target,
output [3:0] result
)3

assign result[2:0] = target[0] ? O :
target[1] 7 1 :
target[2] 7 2 :
target[3] 7 3 :
target[4] 7 4 :
5 ;

assign result[3] = !target;

endmodule

As the schematic 4.14 of the circuit produced by Yosys suggest, the path of the signal
traveling through the circuit forms a relatively long chain which ultimately decreases
the maximum frequency to which the PLL of the FPGA can be overclocked. As it turns
out, implementing a circuit for efficient computation of the number of leading/trailing

zeros is not as straightforward as it might seem.
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Figure 4.14: The naive CTZ implementation. Source: generated by Yosys using the

show command

$6

result

Optimizing the signal path delay

Numerous research efforts aimed to propose an efficient solution to the problem. An
efficient Leading Zero Counter focusing on improving the path delay on Xilinx FPGAS
is proposed in [14]. A modular solution introduced in [12] manages to keep the signal
path short by avoiding priority encoders. The described solution assumes a 32-bit
word. The design can, however, be extended to larger words by concatenating multiple
circuits computing over 32-bit words. We decided to implement this concept in our

design.

The paper focuses on the count leading zeros (CLZ) problem, however, the same ap-
proach can be applied to the CTZ counterpart, with the input word needing to be
reversed. We will describe and explain the circuit on the CTZ problem. The 32-bit
register is split into 8 nibbles. The CTZ value is computed for each nibble individually
which can be done in parallel. The circuit computing CTZ for a nibble is fairly simple.
First, it is obvious that the trailing zero count task is equivalent to finding the position
of the trailing 1 bit. The position in a nibble ranges from 0 to 3, hence, two bits are
enough to encode the position. This value consists of two bits and is denoted as Z;
for the i-th nibble while the nibble is denoted as nib;. The equation will then look as

follows:

Zi = niby, A nib’

Zy =niby A (nibl v nibb)

The circuit can then be assembled from primitive logic gates. As we can see from the
formula, if nib[2:0] is equal to zero, the result is automatically 3, regardless of the
value of nib[3]. Therefore, we have to have another circuit that detects nibbles with
value of zero. This can be achieved simply by using a NOR circuit with four inputs.

It is denoted as a;; i € {0,--- , 7} for each nibble with ag denoting the least significant
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nibble. The equations then look as follows:
a; =—(Z5N ZiN ZyV Z%)

The circuit computing a; along with the one computing Z; are collectively denoted as

Nibble Local Count (NLC).

We can achieve C'TZ property by combining NLC with an additional priority encoder.
The first (least significant) nibble is checked to determine whether it is zero. This
process is repeated until the first non-zero nibble, referred to as the boundary nibble,
is encountered. The value for the boundary nibble is already computed along with the
count of preceding zero nibbles. Combining this, the final trailing zero count can be
calculated by taking the 2-bit result from the nibble and prepending it with the count
of preceding zero nibbles, multiplied by four. This can be achieved by using a priority

encoder as described in Figure 4.15 using VERILOG.

Figure 4.15: CTZ priority encoder

wire [5:0] bitmanipRes;

assign bitmanipRes([4:0] =
~isNibZero[0] ? {3’b000, nibbleCTZ[0]} :
~isNibZero[1] 7 {3’b001, nibbleCTZ[1]} :
~isNibZero[2] 7 {3’°b010, nibbleCTZ[2]} :
~isNibZero[3] ? {3’b011, nibbleCTZ[3]} :
~isNibZero[4] ? {3’b100, nibbleCTZ[4]} :
~isNibZero[5] ? {3’b101, nibbleCTZ[5]} :
~isNibZero[6] 7 {3’b110, nibbleCTZ[6]} :
{3’b111, nibbleCTZ[7]} ;

assign bitmanipRes[5] = (bitmanipTarget == 0); // error bit

-~

This way, the signal path contains eight elements which is much less than the thirty-
two used by naive solution. However, this is not the most efficient implementation. By
inspecting the structure of the encoder in Figure 4.15, it can be noticed that the 3-bit
value with which the result is prepended is simply an index of the boundary nibble.
If we could design a circuit computing the index of the boundary nibble, we could
combine it with a multiplexer which is fed with the trailing zeros count of each nibble.
The index would then select the value whose index corresponds to the boundary nibble

which would finally be concatenated with the index, yielding the final CTZ value.

The circuit computing the index of the boundary nibble is named Boundary Nibble
Encoder (BNE). It follows the approach akin to computing the trailing zeros of a nibble,
yielding four bits. The most significant bit, denoted as (), is computed separately and
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is set when no boundary nibble is identified, i.e. the target value is zero. The equations

for the three remaining bits, denoted as y;; i € {0, 1,2} are:

ygzao/\al/\ag/\a3
y1=agAay A(aVazVagAas)
Yo = ap(a; Vas Nag) V (ag A ag A ag A (@5 V ag)

The circuit is illustrated in Figure 4.16, while the whole circuit combining NLC and
BNE is depicted in Figure 4.17.

Figure 4.16: BNE circuit. Source: [12]
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Recall that the circuit counting trailing zeros (Z;) in individual nibbles assumes the
nibbles are non-zero and gives a wrong result when the assumption does not hold (from
the formula, the result is 3). This means that if the whole target register was equal
to the value of zero, the result would be 31 as if the most significant bit was set. The
error bit is set to distinguish between the error and the regular case. To sum up, the
programmer should always either supply a non-zero value or check if the fifth bit of the
result is set. This was a summarization of the circuit described in [12], where a more

detailed description and explanation can be found.

The above circuit was implemented in our project and was compared to the implemen-
tation using the priority encoder outlined in Figure 4.15. Surprisingly, the approach

with the priority encoder tuned out to allow for a larger maximum frequency of the
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Figure 4.17: The circuit computing CLZ from the paper. The CTZ equivalent can be

obtained with nibbles in reverse order. Source: [12]

xl 31...23| 27..24 | 23.20 | 19...16| 15..12 | 11..8 | 7...

4 [ 3.0
4¢ 47 4# 4# 4; 4; 4* 4;
NLCy NLC, NLC, NLC; NLC4 NLC;s NLCs NLCs
dy Z(] a Z] dy Z} dy Z_:\ Ay Z_; ds Z< dg Z(, dy Z?

‘v‘r¢¢* MEEEEEEEE I
BNE 01234567
o M

Q v oy oy
2 1 0 Z

2
Bits 4,3,2 Bits 1,0 5 Number of leading

B~ zeros (0-31)
» (J-all bits zeros

final circuit. It is possible that the design allowed Yosys to apply stronger optimization

techniques. Therefore, the priority encoder approach was kept in the final design.

4.3 Evaluation and testing

Numerous tests were carried out on the design both in simulation and hardware, and
the results were used to draw conclusions. The tests compared the performance of
the library implementation of strlen and the implementation utilizing the multi-byte
compare combined with the CTZ instruction. The main target was the number of clock

cycles spent on computing the target string’s length.

4.3.1 Testing environment

The hardware design was synthesized with support for the multi-byte compare instruc-
tion. The testing was done using both simulation and hardware. The two approaches
are described separately as they allowed for different observations since they have dis-

tinct capabilities.

Firmware

The firmware was slightly different depending on the environment (simulation vs hard-
ware), however, the backbone of the program was the same for both settings. The

firmware was relatively simple. The main function first called the library implementa-
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tion of strlen and measured the number of clock cycles spent in the call by querying
the number of clock cycles since boot, both prior to and after the call. The difference
of these values represented the time spent in the computation. The 1ibfemtorv32 li-
brary, provided by the LearnFPGA project, implements a C function for this purpose.

The same procedure was applied to the multi-byte compare counterparts.

We used wrappers around assembly code to invoke the custom multi-byte compare and
CTZ instructions. In other words, we implemented a library that provides functions
callable from C programs. These library functions assume that the memory passed to
them is properly allocated. For example, the multicmp20 function expects its input
to point to a buffer of at least 20 bytes. This requirement was enforced by a custom
implementation of strlen. During testing, the target string was statically allocated,
and we appended 32 null bytes to guarantee the sequence of LOAD instruction would
access properly allocated memory addresses. Alternatively, the strnlen function could
be implemented to handle such cases. It would use the multi-byte compare instruc-
tion while within the bounds of allocated memory indicated by the second function

argument, and fall back to the library strlen for any remaining portion.

The firmware was compiled using GCC and GNU assembler. The test string needed
to be marked as volatile in the source code, because the compiler optimized out the
strlen call, resulting in a constant number of cycles regardless of the string size. The
string was a static memory initialized with a literal whose length is known during the
compile-time. GCC apparently applies an optimization if strlen is called on a constant

string.

The test directory location and structure is described in Appendix A: The vector

memory source code.

4.3.2 Testing using simulation software

The automation of the testing process was much simpler in the simulation. We wrote
a script whose purpose was to synthesize the hardware design using Icarus Verilog and
generate a string consisting of a number of characters with value of >a’. The script
generated strings of predefined lengths or generated strings of random lengths based
on the user input. The simulation was then invoked on each length, and the results

were printed.

The LearnFPGA project uses a dummy UART hardware when running in a simulation
(controlled by BENCH macro) which prints the data to the standard output of the

simulation engine.

The tests were carried out on a single processor variant with the maximum vector

register count possible, i.e. eight. There was no need to simulate the original processor
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as our extensions do not introduce any additional overhead, as far as clock cycles are
concerned, when executing the original instructions. Therefore, the execution of the
modified CPU only using RV32I instruction set will be identical to that of the original

CPU in simulation.

Not to mention, the maximum frequency of the circuit is irrelevant to the simulation
as the circuit can be overclocked to arbitrary frequency, regardless of the simulated
circuit. This means that the simulation can only provide restricted metrics. Still, the
results from the simulation can be helpful in estimating the performance gained from

the introduction of the vector-like and bit manipulation capabilities to the processor.

Moreover, the advantage of the simulation is that the capacity of the synthesized
memory is more or less unbounded which cannot be said about the hardware where
the memory capacity is scarce. As a result, we were able to test the implementation

on larger data.

Table 4.2 contains the results from the simulation run on the predefined string lengths.
Clearly, the added capabilities enhance the processor’s performance on string length
implementation. The predefined lengths are powers of two with a small offset added or
subtracted to thoroughly test the CTZ instruction, as computing CTZ on such strings is
slightly more complex. Interestingly, the function using 4-byte vector array performed
worse than the library strlen implementation. By briefly inspecting the disassembled
code of the library implementation, we found out that the function loads the whole
4-byte word and further processes the whole word. Therefore, it is not implemented in
the naive way of loading a single byte in every iteration. Table 4.3 contains the results

when the test script generated random lengths.

Unsurprisingly, the implementations using larger vector array performed worse than
their counterparts with shorter arrays when executed on short strings. This is due
to the fact that loading multiple registers in software introduces overhead which is
compensated for on longer strings, where the multi-byte compare instruction saves a
significant number of comparisons, which would have to be done individually otherwise.
This, however, does not hold on short strings. It can be observed that as long as the
string’s length is at least thirty-one, the execution of the variants with larger vector

arrays saves a significant amount of clock cycles.

Another interesting observation is that the performance gains from using larger vector
arrays tend to drop as the array size increases. For example, with a string length of
19871, the clock cycle count dropped significantly when moving from vecl2 to vecl6.
In contrast, the improvement from vec28 to vec32 was relatively minor. This suggests
that the number of iterations required to process the string is a key factor influencing

both the performance gains and the drop described above.
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For instance, with a string length of 1024, vec12 would require 86 iterations, whereas
vecl6 would require only 65, saving 21 iterations. However, moving from vec28 to

vec32 would reduce the iteration count by only 4.

In conclusion, it can be observed that the number of executed cycles was reduced by

approximately two thirds on sufficiently long strings.

Table 4.2: The test results run in a simulation software

program variant lib vecd  vec8 vecl2 vecl6 vec20 vec24 vec28  vec32

string’s length

0 152 119 120 124 128 132 136 140 144
31 315 315 216 196 168 176 184 192 144
67 513 567 376 304 288 264 232 244 256

131 865 1015 632 484 448 396 376 348 368

251 1525 1855 1112 844 728 660 616 556 536
1022 o771 7259 4184 3184 2648 2376 2152 2012 1880
2051 11425 14455 8312 6244 5248 4620 4216 3936 3728
4056 | 22460 28511 16344 12292 10248 9020 8248 7628 7200
8188 | 45186 57435 32856 24676 20568 18128 16504 15324 14424

19871 | 109435 139195 79576 59704 49768 43824 39832 37008 34864

Table 4.3: Random string lengths test

program variant lib vecd vec8 vecl2 vecl6 vec20 vec24 vec28 vec32
string’s length
9338 | 51509 65471 37464 28132 23448 20636 18808 17456 16440
4621 | 25565 32459 18584 13984 11648 10296 9352 8720 8208
10645 | 58697 74627 42680 32056 26728 23540 21400 19900 18736
17130 | 94365 120015 68632 51496 42928 37796 34360 31912 30104
18381 | 101245 128779 73624 55240 46048 40568 36856 34252 32288
5388 | 29786 37835 21656 16288 13568 11968 10888 10124 9552
17718 | 97599 124131 70968 53260 44408 39072 35560 33004 31112
15240 | 83972 106799 61080 45844 38208 33660 30616 28428 26800

4.3.3 Testing using hardware

The implementation was tested using the hardware described in section 1.5, with the
setup illustrated in Figure 4.2. When compared to the simulation environment, the
hardware environment imposed stricter constraints on testing and introduced new pa-
rameters. This subsection describes the impact of modifying these parameters and

evaluates them.

First of all, the number of clock cycles spent while calculating the testing string’s

length are much greater. This is due to the fact that the firmware is stored on the SPI
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flash of the FPGA board instead of the RAM in order to save the resources. Therefore,
the SPI flash contains the FPGA design along with the program. In order to fetch an
instruction, the CPU must read the data from the flash by issuing a command over
SPI which takes multiple clock cycles as opposed to fetching from the on-chip memory.

This introduces an overhead factor of approximately 24.

Additionally, the firmware version intended for the testing on the hardware included

LED blinking for debugging purposes.

The number of test cases was smaller when it comes to the testing using hardware. This
was due to inconveniences caused by hardware. For instance, every version of the CPU
must be re-synthesized and uploaded to the hardware which takes much more time, as
opposed to the simulation. Furthermore, the memory resources on the hardware are

restricted resulting in longer strings not fitting in the memory of the RISC-V system.

Perhaps the most interesting parameter not available in the simulation is the maxi-
mum frequency of the clock used by the synthesized hardware. As discussed briefly
in section 4.2.1, the design determines the maximum frequency. Therefore, we tested
several processor variants (mainly differing in the number of maximum vector registers

and the register set forming the vector array) and evaluated the results.

We performed two types of setups. The CPUs tested varied in the maximum number
of vector registers (from 3 up to 8). Two instances of tests were run for each variant
with the first forcing Yosys to infer the register file to BRAM and the compressed vector

register set. This configuration is summarized in Table 4.4.

On the other hand, Table 4.5 contains the results from the tests in which Yosys was not
forced to infer the register file to BRAM. The vector register set used was the original,

unoptimized one.

The testing string length was 1024. In either case, the maximum frequency as well as
the minimum cycle count required to compute the string’s length were included. The
theoretical time in microseconds is included in the last column. Instead of traditionally
measuring the time, the value was obtained from the number of cycles and the maxi-
mum frequency of the design. This allows us to express the expected execution time,
whereas measuring time would introduce noise and an irrelevant overhead caused by
communication with a PC with UART bus.

The lowest maximum frequency was achieved by the vec32 variant that used the original
vector register layout while not forcing the synthesis tool to infer the register file to
BRAM. On the other hand, the highest maximum frequency was achieved with the vec12
variant with forced BRAM inference. When it comes to the raw performance, the version
with the optimized vector register layout along with forced BRAM inference performed

the best. On the other hand, the original layout with the register file synthesized from
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logic cells performed the worst when it comes to the maximum frequency. The best
trade off between a decent maximum frequency combined with moderate BRAM usage

appears to be the optimized register layout combined with forced BRAM inference.

Table 4.4: Results for processor variants with forcing BRAM inference

CPU | LUT | BRAM | max. frequency [MHz| | cycle count | time [ps]
orig | 1171 20 53.54 140180 | 2618.23
vecl2 | 1335 22 54.25 74286 | 1369.33
vecl6 | 1347 | 24 51.71 61672 | 1192.65
vec20 | 1384 | 26 49.68 53768 | 1082.29
vec24 | 1409 28 48.93 48142 | 983.90
vec28 | 1424 | 30 48.54 44571 | 918.23
vec32 | 1451 32 48.25 42524 | 881.33

Table 4.5: Results for processor variants without forcing BRAM inference

CPU | LUT | BRAM | max. frequency [MHz| | cycle count | time [ps]
orig | 1171 20 03.54 140180 | 2618.23
vecl2 | 1305 22 53.3 74286 | 1393.73
vecl6 | 1354 28 52.57 61672 | 1173.14
vec20 | 4458 16 43.69 53768 | 1230.67
vec24 | 4526 16 44.79 48142 | 1074.84
vec28 | 4590 16 43.49 44571 | 1024.86
vec32 | 4659 16 43.37 42524 | 980.49

It can be concluded that our enhancements allow to speed the execution of the origi-
nal processor up to approximately three times (the original 2618 microseconds to 881

microseconds in the best case).

Time measurements

Additionally, we also conducted experiments which measured the real time of execution
on the original CPU clocked at 53 Mhz and the vec32 processor with the compressed
vector register set and forced BRAM inference clocked at 48 Mhz.

The program executing on the RISC-V processor waits for the synchronization char-
acter transmitted over UART. On the other end of the UART bus, a python script
transmits the sync character using the serial library and queries the current system
time (the current UNIX timestamp) with nanosecond precision. The RISC-V com-

putes the length of a string and then transmits a character to signal the completion of
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the computation. A Python script records the current time before the operation, and
after receiving the signal and calculates the elapsed time. This duration reflects the

computation time including the UART communication overhead.

The tests confirmed the theoretical time estimates in Table 4.4. Table 4.6 summarizes
the approximate times for the respective processors. We included rounded values due to
variability in the time results. Moreover, the time spent in the computation is smaller
than the one included in Table 4.4. This is caused by the fact that this test does not
queries the current number of executed cycles. As it turned out, this call introduced
a significant overhead as the library function querying the number of cycles executes a

non-trivial number of instructions.

Table 4.6: Real execution time

CPU type | frequency [MHz| | time [ps|
original 53 2605700
vec32 48 852500

The tests indicate that our modification reduced the execution time by approximately
two-thirds.

4.4 Future work

This thesis focused on acceleration of programs linearly scanning large volumes of data
using specialized instructions. Future research could explore extending the concept to
other types of operations. As observed, the comparison operation could be relatively
easily replaced by bitwise operations, enabling instructions capable of, for example,
applying a bitwise OR across an entire vector array. Further work could also investigate
the use of arithmetic operations, although this appears to be more challenging. Unlike
bitwise operations, arithmetic operations introduce dependencies between bits which

means they could not be performed on each byte independently.

Another promising area for future research is optimizing memory access. Currently,
values are fetched through a chain of LOAD instructions. Developing a new mechanism

for more efficient memory fetching could significantly improve performance.

There is a lot of room for experimenting with the sizes of the vector operands. We
focused on the scenarios where the size of the value to search for was one byte. Further

work could add support for other sizes of the value to, for instance, two or four bytes.

Additionally, a single register with a width matching that of the vector array could be
added to the CPU. Alternatively, the wide register might be assembled from the existing
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registers, just like the vector array. The new register could be compared against the
vector array, producing either a bitmap or a single binary value indicating equality
or inequality. Such an enhancement would introduce greater flexibility, enabling each
byte of the vector array to be compared against a different value. This approach could
be used to implement a simple pattern-matching algorithm, where the program iterates
through the target string, comparing the pattern to the currently scoped segment of
the string. The question remains whether such an extension would find a practical

application.



Conclusion

We described two approaches to accelerating computation execution in the thesis.

Firstly, we designed and implemented a memory architecture capable of performing
simultaneous writes to multiple memory addresses. Due to the circuit’s spatial com-
plexity, we were unable to test it on a real application beyond toy memory sizes.
However, we summarized our contributions and outlined directions for future work.
We also introduced a promising alternative that leverages BRAM blocks to perform
parallel operations on memory contents. Additionally, we proposed offloading other

computational operations from the CPU to the memory.

Secondly, we designed and implemented a lightweight, vector-like extension to an RvV321
processor. This included introducing a family of instructions capable of scanning a
block of bytes for a specific value. The block is constructed from the CPU’S GPRs,
meaning no new primitives except instructions are available to programmers or compil-
ers. Our implementation supports scalable vector array sizes and offers a configurable
design that allows the maximum vector array size to be set prior to synthesis. This

ensures scalability of resource usage introduced by the extensions.

In addition, we integrated a bit manipulation unit that enables the processor to com-
pute the number of trailing zeros in a 32-bit register with a single instruction. The
combined utility of these features was demonstrated using the strlen function, which
searches a potentially large string for the terminating null character. We developed a

library to interface these instructions with C programs.

We evaluated the implementation through both simulation and hardware testing, com-
paring performance against the original unmodified processor executing the library
implementation of the strlen function. The results showed that the new instructions
reduced both the number of clock cycles and the overall execution time for computing
string length by approximately two-thirds. Moreover, the additional FPGA resource us-
age introduced by our modifications was relatively insignificant. Additionally, thanks
to the processor’s scalability, the trade-off between resource usage and performance

can be adjusted as needed.

The thesis also includes several side contributions, such as porting the LearnFPGA

29
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project to a new board and documenting the behavior of Yosys in BRAM inference.
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Appendix A: The vector memory

source code

The appendix includes the source code for the vector memory described in chapter 3.
The complete repository is also available at https://github.com/filipkosecek/
vector_memory. It includes a README file that outlines the repository structure
and provides instructions for installing the required toolchain, synthesizing the design,

and running the tests.
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Appendix B: The lightweight vector

RISC-V extension source code

Project structure description

This project is forked from the LearnFPGA project, based on commit:
61b9b1c18d3962f4c2c2d0b57356c531£69b9424

Due to its size, the appendix only contains a diff file that contains our changes which
include the added support for our hardware, as well as our extension to the Rv32I
processor. The repository is also available at https://github.com/filipkosecek/

learn-fpga/tree/thesis on the thesis branch. To download the repository, run:
git clone https://github.com/filipkosecek/learn-fpga/tree/thesis

The processor used was femtorv32_quark, which we modified to introduce the vector-
like capabilities described in chapter 4. The source files for both processors can be found
in FemtoRV/RTL/PROCESSOR/. The original is femtorv32_quark.v, and the modified
version is femtorv32_quark_vec.v. The changes can be easily inspected using the
Unix diff command on the two files. Other than the processor, the internal structure

of the project remained largely unchanged.

The project supports various boards and achieves a generic design through macros
defined in configuration files. As the Olimex iCE40HX8K-EVB board was not originally
supported, a set of patches was applied to enable compatibility. The patches can be

viewed by examining the changes made in the commit on the thesis branch with hash:
45d1708e6c8dccc67b675346859efaddc3b9falc

The project includes build scripts that synthesize the design and upload it to the target
board. For the firmware, it features a sophisticated build process that compiles the
source files. The system leverages the onboard flash memory not only for storing the
FPGA bitstream but also for the firmware. The processor fetches instructions directly
from the flash memory on-the-fly using the SPI protocol, which conserves FPGA BRAM

resources by eliminating the need to store the program in the FPGA’s memory. However,
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fetching instructions over SPI significantly increases the number of clock cycles required

for each access.

We configured the build scripts to store both the FPGA bitstream and the firmware
on the same flash chip. The flash memory is segmented: the first three sectors are
reserved for the FPGA configuration, while the remaining space is allocated for the user
program. It is important to note that only executable code can be stored on the flash.
Other sections such as .bss and .data must reside in the RAM on the FPGA chip. This
memory mapping is handled by the linker script located at:

FemtoRV/FIRMWARE/CRT/spiflash_ice40hx8k_evb.1ld

It is responsible for placing the data into a custom section stored on the flash. At
startup, a simple bootloader program copies the section’s contents from the flash into

the FPGA’S RAM.

Directory FIRMWARE contains various directories which represent either libraries or ap-
plications which can be compiled and executed on the synthesized RISC-V processor.
We added FIRMWARE/LIBMULTICMP directory which contains a C library which provides
a C interface to multi-byte compare and CTZ instructions. The library can be linked
to the final executable. The program needs to include multicmp.h. The file contains

declaration of all functions related to the added instructions. The file’s location is at
FemtoRV/FIRMWARE/LIBMULTICMP/multicmp.h

Directory FemtoRV/FIRMWARE/STRLEN_TEST contains the sources for the test described
in subsection 4.3.2 and subsection 4.3.3 (the tests share the same directory). Directory
FemtoRV/FIRMWARE/TIME_TEST includes the test described in section 4.3.3.

Build instructions

Required tools

The following tools are needed to build and work with this project:
e [carus Verilog— VERILOG simulation engine
e Verilator - An alternative VERILOG simulation engine used by the project
e Yosys — Synthesis tool
e nextpnr-iced0 — Placement and routing for iCE40 FPGAs
e icestorm toolset — Bitstream generation tools
e iceprogduino - Flash programming tool for iCE40HXS8K-EVB

o GTKWave — Waveform viewer for simulation results
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The tools are available as packages in Debian repositories:
apt install iverilog yosys nextpnr-ice40 fpga-icestorm gtkwave

The package versions available through apt might be outdated. For the latest versions
or other distributions than Debian, you can build the tools from source (see their

respective repositories) or use prebuilt binaries available from the OSS CAD Suite.

About Iceprogduino:

Unlike boards such as the Icestick, the Olimex iCE40HX8K-EVB does not use the
standard iceprog tool to flash designs. Instead, it uses tool iceprogduino, provided
by Olimex. An additional microcontroller board (e.g., Olimexino-32U4) is required to
act as a USB bridge for programming the FPGA’s onboard flash memory. The firmware
for the programmer is also available from Olimex. The Olimexino-32U4 is the officially

supported board.

RISC-V toolchain

The build scripts automatically download prebuilt RISC-V toolchain binaries (includ-
ing the compiler, linker, assembler, and others) from the GNU project as part of the

process when building the firmware for the first time.

Build

Configuration macros and parameters

There are several important synthesis macros and parameters in the repository:

e NRV_RAM in FemtoRV/RTL/CONFIG/iced40hx8k_evb.v - sets the RAM size for the
board

e VEC_REG_COUNT defined in FemtoRV/RTL/PROCESSOR/femtorv32_quark_vec.v -

sets the number of the maximum number of vector registers

e VECTOR_FORCE_BRAM defined in FemtoRV/PROCESSOR/femtorv32_quark_vec.v -
if defined, Yosys is forced to infer the register file to BRAM

e ORIG_VEC_ARRAY - selects the original vector array illustrated on Figure 4.11,

otherwise, the compressed variant depicted on Figure 4.12 is selected

e the frequency of the processor can be configured in two files, namely NRV_FREQ
in FemtoRV/RTL/CONFIG/ice40hx8k_evb.v and a frequency option for nextpnr-
ice40 found in FemtoRV/BOARDS/ice40hx8k_evb.mk

To synthesize and upload the FPGA design, run the following from the FemtoRV direc-
tory:


https://github.com/YosysHQ/oss-cad-suite-build
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make ICE40HX8K_EVB

To upload the firmware to run the test on the hardware, run the following in directory
FemtoRV/FIRMWARE/STRLEN_TEST:

make -B LEN=$target_length target.h

make main.prog
The board should then send the test results to the PC via the connected serial port.

It is possible to implement custom firmware by creating a new directory in the firmware
directory and define a Makefile which includes FemtoRV/FIRMWARE/makefile.inc. The
helper Makefile contains recipes for generic compilation of C, C+-+, and assembly

programs. Additionally, %.prog recipe allows to upload the firmware to the board.

To run the simulation, run ./test.sh in FemtoRV/FIRMWARE/STRLEN_TEST/. The
script synthesizes the design and runs the simulation which prints the results to the

standard output. To run the tests with random string lengths, run:
./test.sh -r number_of_tests

Parameter number_of _tests specifies how many string lengths are to be generated.



Appendix C: Yosys BRAM inference

experiments

The source code used for the experiment on Yosys BRAM inference, described in sec-
tion 4.2.1, as well as a user manual for the synthesis process, can be found in a reposi-
tory available at https://github.com/filipkosecek/yosys-multiport-ram. A user

manual is included.
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