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Abstrakt

Aby boli veľké neurónové siete efektívnejšie, táto práca sa zameriava na štruktúrovanú
kompresiu pomocou Monarch dekompozície, metódy na aproximáciu váhových matíc.
Na ďalšie zlepšenie efektivity Monarchu navrhujeme permutovať riadky a stĺpce vá-
hových matíc. Navrhujeme dva permutačné algoritmy jeden založený na celočíselnom
lineárnom programovaní (ILP) a druhý s názvom Spectral KNN, ktoré zlepšujú presnosť
Monarch aproximácie. Naše výsledky ukazujú, že Spectral KNN permutačný algoritmus
predstavuje výborný kompromis medzi rýchlosťou a presnosťou, pričom beží len zlomok
času v porovnaní s ILP. Tiež ukazujeme, že zapojenie štatistík vstupných aktivácií do
oboch metód zlepšuje kvalitu rekonštrukcie aj celkovú presnosť modelu. Kompletný kód
je dostupný na https://github.com/Lima239/master-thesis-pruning-dnn.

Kľúčové slová: hlboké neurónové siete, štruktúrované prerezávanie, Monarch dekom-
pozícia, nízkorozmerné aproximácie, spektrálne zhlukovanie, ILP, permutačné algoritmy,
kompresia modelov

https://github.com/Lima239/master-thesis-pruning-dnn
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Abstract

To make large neural networks more efficient, this thesis focuses on structured com-
pression using Monarch decomposition, a method for approximating weight matrices.
To further improve Monarch efficiency, we propose to permute rows and columns of
the weight matrices. We introduce two permutation algorithms, one based on Inte-
ger Linear Programming (ILP) and another using Spectral KNN, both designed to
improve the accuracy of the decomposition. Our results show that Spectral KNN
permutation algorithm offers a great trade-off between speed and accuracy, while
running in a fraction of the time against ILP permutation algorithm. We also
show that incorporating input activation statistics into both methods improves re-
construction quality and overall model accuracy. All code is available at https:

//github.com/Lima239/master-thesis-pruning-dnn.

Keywords: deep neural networks, structured pruning, Monarch decomposition, low-
rank approximations, spectral clustering, ILP, permutation algorithms, model compres-
sion

https://github.com/Lima239/master-thesis-pruning-dnn
https://github.com/Lima239/master-thesis-pruning-dnn
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Introduction

Deep learning models have become incredibly powerful and more complex in recent
years, allowing them to solve increasingly challenging problems. However, this progress
comes at a cost. Many models rely on large weight matrices within their layers, each
potentially containing tens or hundreds of millions of parameters. When combined
across all layers, the total number of parameters can easily reach into the hundreds of
millions or even billions. These large matrices require a lot of memory and computation,
making them difficult to train and even harder to run efficiently, especially on devices
with limited resources. Because of this, researchers have been actively looking for ways
to reduce model size while preserving performance as much as possible.

One effective way to reduce the size and computational cost of neural networks is
to replace standard dense linear layers with structured approximations that require
fewer parameters and operations while still preserving much of the model’s performance.
These methods reduce complexity by applying structure or approximation to the weight
matrices, allowing them to be represented more compactly and computed more efficiently.
This thesis focuses on the Monarch architecture, a structured approach designed to build
efficient linear layers through a sequence of simplified operations. Monarch decomposes
large linear layers into a series of smaller, structured operations. It rearranges the weight
matrix using permutation and smaller block-diagonal linear transformations. Because
the linear transformation operates on smaller blocks rather than a full dense matrix,
it requires fewer parameters and computations. The structure can still approximate
the behavior of a dense layer but does so in a more efficient and scalable way. In this
work, we aim to further improve the Monarch approach by exploring how the choice of
permutations can enhance its ability to approximate dense matrices and adapt better
to the data.

The accuracy of Monarch decomposition depends not only on its internal block
structure but also on how the weight matrix is arranged before decomposition. Since
Monarch processes weights in structured blocks, the alignment of similar rows and
columns can influence the quality of the low-rank approximation. In other words, the
decomposition works better when similar features are grouped together, so a good
permutation of rows and columns can lead to much better compression performance.

In this thesis, we explore how to improve Monarch decomposition by finding better
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2 INTRODUCTION

row and column permutations. Our goal is to rearrange the weight matrix in a way that
makes similar elements fall into the same blocks, improving the approximation quality.

We start by introducing an optimization-based method using Integer Linear Pro-
gramming (ILP) to find high-quality permutations of the weight matrix. ILP allows us
to pose the permutation problem as a formal optimization task. However, this method
has a major downside, it is highly time-consuming.

To overcome this limitation, we propose a much faster alternative based on spectral
clustering and similarity graphs. This method provides strong results in a fraction of
the time and proves to be highly effective in practice.

The goal of our work is not to modify the internal structure of the Monarch
decomposition itself, but to extend it by introducing two permutation matrices, one
for rows and one for columns. These permutations rearrange the weight matrix before
applying Monarch, helping to group similar elements into the same blocks. This
improves the quality of the approximation, especially when using fewer parameters per
block, while fully preserving the original structure and computational advantages of
Monarch.

We also explore how using real activation data from the model can help. By collecting
statistics during inference, we can adjust the importance of each row and column before
applying the permutation and decomposition, resulting in better approximations that
reflect how the model is actually used.



Chapter 1

Related Work

Tri Dao et al. [1] introduced the concept of Kaleidoscope matrices (K-matrices) to
improve the model’s accuracy and generalization. K-matrices are designed as a universal
representation capable of encapsulating a wide array of structured matrices, low-rank
matrices, sparse matrices, permutations, or the Fourier transform, etc. They achieve
this with near-optimal parameters and computational complexity while it is space-
efficient and computationally feasible. One of the key advantages of K-matrices is their
learnability during training. K-matrices don’t have to be manually engineered with
specific structured transformations, they can be integrated into neural networks and
learned directly from data. Instead of manually defining a permutation matrix, the model
parameterizes it as a k-matrix, which is then trained to recover the true permutation.
They can automatically discover the most suitable linear transformations for a given
task, potentially improving model performance. K-matrices achieved efficiency in various
applications. For instance, in ShuffleNet, the fixed channel represented as a permutation
matrix that shuffles the channels was replaced with learnable K-matrices, significantly
improving classification accuracy on the ImageNet dataset. In speech recognition tasks,
substituting traditional filter bank computations with a K-matrix-based layer achieved
high accuracy and a simplified preprocessing pipeline. Furthermore, in permuted image
classification tasks requiring the learning of latent structures, K-matrices have shown
the ability to uncover underlying patterns and enhance the model’s performance.

Zhang et al. [2] introduced CNN architecture ShuffleNet to achieve extreme compu-
tational efficiency while maintaining accuracy. ShuffleNet is suitable for devices with
limited computing power, such as smartphones. The shuffleNet architecture introduced
two main operations a pointwise group convolution and a channel shuffle operation to
flow the information across feature channels. Pointwise group convolution divides the
input channels into multiple independent groups and applies separate 1×1 convolutions
to each group, since 1×1 convolutions contribute significantly to the total computational
cost. This reduces the number of computations needed. However, this method restricts

3



4 CHAPTER 1. RELATED WORK

convolutions within groups, it limits the exchange of information between different
channel groups, potentially reducing the model’s expressiveness. To solve this problem
ShuffleNet use the channel shuffle operation. Since each group processes only a subset
of the input channels, features may become isolated if no mechanism is in place to
allow cross-group interactions. Channel shuffle solves this problem by reorganizing and
mixing the output channels across groups before passing them to the next layer. It
redistributes the learned features, each group in the subsequent layers receives a mix of
information from all previous groups. By combining pointwise group convolution with
channel shuffle, ShuffleNet achieves a significant reduction in computational cost.

Julieta Martinez et al. [3] introduced a method to improve network compression
by making vector quantization (VQ) more effective. Traditional VQ methods reduce
the size of a model by grouping multiple parameters into shared representations. They
struggle with finding the best way to organize weights for compression, particularly in
layers like fully connected layers that lack a clear spatial structure. In their approach,
they use the fact that neural networks remain functionally the same even if the weights
of adjacent layers are permuted. By permuting these weights, they create weights that
are more suitable for quantization, reducing information loss when compressing the
model. They permutate, quantize, and fine-tune neural networks. They introduce an
algorithm that finds weight permutations to improve the compressibility of the network.
After applying permutation to weights, they compress them using vector quantization,
significantly reducing the number of bites of one element in weight matrix. Then, they
apply a short training process to recover any accuracy lost during the previous steps.
This method was tested on different deep learning tasks, including image classification,
object detection, and segmentation. The results showed that it greatly reduces the
performance drop usually seen in compressed models by 40% to 70%.

V. Abronin1 et al. [4] introduced TQCompressor, a method that improves Kronecker
decomposition for the compression of neural networks. This method finds a permutation
that minimizes the difference between the original weight matrix and its Kronecker
approximation. They introduced an algorithm based on greedy local search, where
small permutations (swaps of row or column indices) are iteratively evaluated to check
if they reduce reconstruction error. If a swap improves this error, it is added to the
permutation. This process continues until no further gains can be achieved within a
threshold or iteration limit. Another algorithm they introduced is based on finding
permutation within a subset of the weight matrix. All weight matrices in the model
are divided into the same sub-blocks, and permutations are applied at the block level
rather than the whole matrix. This reduces the search space and makes the algorithm
more scalable to larger matrices.

L. Supic et al. [5] introduced MPDCompress algorithm reduces the size of the deep
learning model by reorganizing the sparse weight matrices in the model. This algorithm
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groups nonzero weights together into compact blocks, making the model smaller and
more efficient without losing much accuracy. First, the algorithm creates a binary block
diagonal matrix for each weight matrix that has ones in the blocks and zeros elsewhere.
Next, it creates random binary masks for each weight matrix by applying random
permutations of rows and columns to the binary block diagonal matrix. Random binary
masks are multiplied with corresponding weight matrices during each training iteration.
The algorithm transforms an irregular sparse matrix into a structured block format.
MPDCompress does all this during training, not after. The model learns to work well
with these structured blocks from the beginning. Full matrices are masked during
training, so only certain structured weights are used. After training, all the weights
zeroed with the masks are removed, and only the important blocks are kept. The result
is a model that uses fewer weights, takes up less memory, and runs faster. This method
has been shown to compress models by 8 times to 10 times and can speed up inference
by up to 4 times, all while keeping accuracy close to the original model.





Chapter 2

Monarch Decomposition

Tri Dao et al. [6] introduce a structured matrix decomposition called Monarch, which
tries to approximate and replace dense weight matrices with structured matrices.
This decomposition is designed to improve the efficiency of matrix multiplications in
neural networks during training and reduce models’ size while maintaining a favorable
tradeoff between accuracy and efficiency. The Monarch decomposition makes matrix
multiplication more hardware-efficient by breaking down large matrices into smaller,
structured blocks that are easier to process.

2.1 Monarch Decomposition on Square-Root Block

Matrices

A Monarch matrix is constructed as the product of two block-diagonal matrices combined
with a permutation matrix in between. This means that instead of working with a
large dense matrix, we approximate it using two structured matrices. Each of these
structured matrices consists of multiple square blocks along the diagonal, while the rest
of the matrix is filled with zeros. Only these non-zero blocks are stored in memory,
significantly reducing memory usage. As a result, matrix multiplication is broken down
into operations on these smaller blocks, making the computations more efficient.

Let the input matrix M be of the form n× n and n = m2. The decomposition of
the M can be expressed as:

M = LPR

where L and R are block-diagonal matrices, each containing m blocks of size m×m.
The permutation matrix P rearranges the elements such that the vector [x1, x2, . . . , xn]
is mapped to [x1, x1+m, . . . , x1+(m−1)m, x2, x2+m, . . . , x2+(m−1)m, . . . , xm, x2m, . . . , xn].

The decomposition of M into Monarch form begins by dividing M into smaller
m×m blocks, as illustrated in Figure 2.1. Each colored square in the figure represents

7



8 CHAPTER 2. MONARCH DECOMPOSITION

a submatrix, denoted as Mij. These submatrices are smaller and more manageable
compared to the original large matrix.

Figure 2.1: Partitioning a square matrix 9× 9 into smaller submatrices of size 3× 3.

For each block Mij , Singular Value Decomposition (SVD) [7] is applied, decomposing
it into three separate matrices:

Mij = USV T

• U is an orthogonal matrix whose columns are the left singular vectors of Mij

• S is a diagonal matrix whose non-zero entries on the diagonal are called the
singular values of Mij in decreasing order

• V T is the transpose of an orthogonal matrix V , whose columns are the right
singular vectors of Mij

SVD can be thought of as transforming the original matrix Mij into a combination
of rotations given by U and V and a scaling along coordinate axes given by the singular
values in S.

Instead of keeping all components from this decomposition, we use only a rank-1
approximation to reduce the number of parameters. This means we retain only the
most significant singular value s1 and its corresponding singular vectors u1 and v1. The
original block is then approximated as:

Mij ≈ u1s1v
T
1

Specifically, from U , the first column u1, representing the most dominant left singular
vector, and from V T , the first row v1, representing the most dominant right singular
vector, are selected. These selected singular vectors are then scaled by the most signifi-
cant singular value s1. This reduces the storage and computation requirements while
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still capturing the most important structure in each block. However, this simplification
introduces some error, it provides an trade-off between accuracy and size.

Figure 2.2: Illustration of the mapping of singular vectors within the matrix. The left
side represents the block-diagonal matrix L, which contains the left singular vectors,
while the right side shows the block-diagonal matrix R, which contains the right singular
vectors.

The rank-1 vectors are arranged into the block-diagonal matrices L and R as shown
in Figure 2.2.

For each submatrix Mij of the original matrix M , the most dominant left singular
vector from U is mapped into L. Precisely, the first column of U , u1 scaled by the
square root of the most significant singular value u1 ·

√
s1, is placed vertically in the

i-th block along the diagonal of L. This mapping ensures that L is a block-diagonal
matrix, with its diagonal containing the left singular vectors of all submatrices of M .

Similarly, the most dominant right singular vector from V T is mapped into R. The
first row of V T , v1 scaled by the square root of the most significant singular value
v1 ·

√
s1 , is placed horizontally in the j-th block along the diagonal of R. This structure

ensures that each block on diagonal in R contains the right singular vectors of all Mij

submatrices of M .

The block-diagonal structure of L and R brings two main advantages. First, it
significantly reduces memory usage by focusing only on the most important components
of each block. Second, it simplifies matrix multiplication by splitting it into smaller,
independent operations within each block, which makes the computation much faster
and more efficient.

To be able to store vectors in blocks, we need to apply a permutation that allows
us to reconstruct the approximated input matrix properly. The permutation matrix
rearranges the rows of R block-diagonal matrix so that during matrix multiplication,
the corresponding rows and columns align correctly.
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Figure 2.3: The idea of permuting right block-diagonal R matrix from Figure 2.2.

The permutation matrix P plays an important role in aligning the output of R with
the input expected by L. Specifically, it rearranges the rows of the intermediate output
so that blocks line up correctly during matrix multiplication. The permutation matrix P

rearranges rows by mapping [x1, x2, . . . , xn] to [x1, x1+m, . . . , x1+(m−1)m, x2, x2+m, . . . ,

x2+(m−1)m, . . . , xm, x2m, . . . , xn], where m is size of the block. Figure 2.3 illustrates the
permutation applied to the right block-diagonal matrix R from Figure 2.2, where PR

on the right shows the effect of P permuting R’s rows.

This is a helpful way to understand how the decomposition works as a sequence
of steps, first permuting R with P , and processing with L. However, in practice, we
avoid explicitly computing large matrices filled mostly with zeros. Instead, the model
implementation works directly on the non-zero blocks. The input matrix X, which
represents the activations coming from the previous layer, is partitioned into smaller
segments, and each block of R handles only the portion of X it’s responsible for. These
results are effectively permuted to the right alignment for L to process.

2.2 Generalized Monarch Decomposition for Rectan-

gular Matrices

The generalized Monarch decomposition extends its structured block-wise approach to
rectangular matrices by mapping these blocks into two block-diagonal L and R matrices,
representing low-rank approximations of the original matrix. The decomposition allows
for rectangular blocks, meaning the height and width of each block do not need to be
equal. Additionally, the number of blocks along the rows can differ from the number of
blocks along the columns, enabling more flexibility in partitioning the matrix.
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Figure 2.4: Idea of partitioning rectangular matrix into blocks.

For a given rectangular matrix A ∈ Rm×n, the decomposition process begins by
partitioning the matrix into r blocks along the rows and c blocks along the columns,
where r is a divisor of m and c is a divisor of n. Define the block height as br = m

r

and block width as bc =
n
c
. Consequently, the matrix A is divided into a grid of r × c

smaller submatrices, each of size br × bc, as illustrated in Figure 2.4.

For 0 ≤ i < r, let Li ∈ Rbr×bc be a br × bc matrix. Then define the block-diagonal
matrix L ∈ R(br·r)×(r·c) as follows:

L = diag (L0, . . . ,Lr) .

The block-diagonal matrix L has size (br · r)× (r · c) and block size br × c.

For 0 ≤ j < c, let Rj ∈ Rr×bc be a r × bc matrix. Then define the block-diagonal
matrix R ∈ R(r·c)×(bc·c) as follows:

R = diag (R0, . . . ,Rr) .

The block-diagonal matrix R has size (r · c)× (bc · c) and block size r × bc.
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Figure 2.5: The mapping of elements in the matrices: on the left is the block-diagonal
matrix L, and on the right is the block-diagonal matrix R.

Figure 2.5 illustrates the mapping of rank-1 vectors into the block-diagonal matrices
L and R for a rectangular matrix of size 8× 9. On the left, the L matrix is constructed
by placing the left singular vector of each submatrix Mij into the i-th block along the
diagonal. On the right, the R matrix is formed by inserting the corresponding right
singular vector into the j-th block along its diagonal.

One of the main benefits of this approach is the flexibility to choose how the input
matrix is divided into blocks. Deep neural network layers often have rectangular weight
matrices rather than square ones, so it’s important to have a decomposition method
that works well with different shapes. As long as the block dimensions are divisors of
the matrix size, the matrix can be split into structured blocks that make computation
more efficient.

For an input matrix of size m× n, it can be partitioned into r × c blocks, where r

and c are chosen such that br = m/r and bc = n/c are whole numbers. This means we
have some flexibility in how we cut the matrix. Using larger blocks reduces the number
of partitions, which helps with efficiency and reduces overhead, but it can also result
in a rougher approximation. On the other hand, using smaller blocks captures more
information and improves the accuracy of the approximation, but it comes at the cost
of increased memory usage and computation.

Since different layers in deep learning models have various shapes and sizes, this
adaptability makes Monarch a good fit for them. Monarch can find the right balance
between speed, memory usage, and approximation quality by adjusting the block sizes
based on the model’s needs and available hardware.
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2.3 Higher Rank Approximations in Monarch Decom-

position

The Monarch decomposition extends its decomposition to support higher-rank approxi-
mations, which involve keeping more than one singular value and vector for each block.
This approach increases the size of the block-diagonal matrices, so they must be carefully
organized to fit into the layers effectively.

For a given weight matrix W ∈ Rm×n, the matrix is first divided into r × c

submatrices, or blocks, where each block has dimensions br × bc, with br = m/r and
bc = n/c. Unlike the rank-1 approximation, which keeps only the most dominant
singular value and vector, the higher-rank approximation keeps the top k singular values
and their corresponding vectors for each block. This is called a k-rank approximation.

For each block Mij, the algorithm computes the SVD, obtaining the left singular
vectors Uij, the singular values Sij, and the right singular vectors Vij. It then retains
the top k singular values and vectors, specifically the first k columns of Uij, the first k
rows of Vij , and the top k singular values from Sij . These singular vectors are scaled by
the square root of their corresponding singular values, producing two matrices for each
block:

U ′
ij = Uij[:, : k] ·

√
Sij[: k, : k],

V ′
ij =

√
Sij[: k, : k] · Vij[: k, :],

Where U ′
ij is of size br × k, representing the truncated left singular vectors scaled by

the singular values, and V ′
ij is of size k × bc, representing the truncated right singular

vectors similarly scaled.

The scaled singular vectors are then organized into the block-diagonal matrices L

and R. The left matrix L is constructed by vertically stacking the U ′
ij matrices from all

blocks in the same row group, then arranging these row-wise blocks into a block-diagonal
structure within L. This ensures that the left transformations are grouped and mapped
correctly. Similarly, the right matrix R is constructed by vertically stacking the V ′

ij

matrices from all blocks in the same column group and organizing these column-wise
blocks into a block-diagonal pattern in R, ensuring compatibility with L.
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Figure 2.6: Illustration of a rank-2 approximation of the matrix from Figure 2.2.

For better visualization, Figure 2.6 shows a rank-2 approximation of the matrix
in Figure 2.2. Each block is represented using two components, labeled as k1 and k2,
corresponding to the two most dominant singular values and their associated singular
vectors. This approach extends the rank-1 approximation by capturing more structural
information by stacking two singular vectors scaled by the singular values.

By keeping the top k singular values and vectors, the Monarch decomposition
captures more structural information from the original matrix, resulting in more
accurate approximations. It retains more details compared to rank-1 approximations
and provides flexible representations since the size of k can be adjusted to balance
accuracy and efficiency. Although the matrices are larger with increasing k, the block-
diagonal structure allows for efficient computation and memory usage, making the
model scalable and suitable for large neural network layers.



Chapter 3

Permutation Algorithms

Structured matrix decomposition methods such as Monarch [6] aim to replace dense
weight matrices in neural networks with structured alternatives that are more efficient
to compute and store. Monarch decomposition approximates a weight matrix using
two block-diagonal matrices and a permutation matrix. This block-wise structure
significantly reduces memory usage and accelerates matrix multiplication, especially on
modern hardware.

To improve the effectiveness of Monarch decomposition, we introduce permutation
algorithms that reorder the rows and columns of the weight matrix before monarch
decomposition.

The permutation step is important in this process, it rearranges the matrix such that
similar vectors are co-located within blocks, enabling better low-rank approximations.
This is important because singular value decomposition (SVD), which underlies the
Monarch block approximation, is most effective when the matrix being approximated
contains internal structure, such as strong correlations among its rows or columns.

By grouping similar rows and columns into the same blocks, the variance within each
block is concentrated along a smaller number of dimensions. In such cases, the dominant
singular values and corresponding singular vectors capture most of the information of the
block, allowing a low-rank SVD to approximate the block with smaller reconstruction
error.

Conversely, if dissimilar vectors are placed together in the same block, the block
becomes more heterogeneous, and a low-rank SVD cannot represent its structure effi-
ciently. This leads to higher approximation error and poorer compression. Therefore,
the purpose of the permutation is to align the structure of the matrix with the decom-
position grid so that each block captures a coherent subset of the data, making low-rank
approximation more accurate and compression more effective.

Let W ∈ Rm×n be a weight matrix from a neural network layer. The goal of the
permutation algorithm is to find two permutation matrices Pr ∈ Rm×m and Pc ∈ Rn×n

15
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that reorder the rows and columns of W to maximize intra-block similarity. In Monarch,
the decomposition of a permuted matrix W ′ can be expressed as:

W ′ ≈ LPR

where L and R are block-diagonal matrices, and P is a fixed internal permutation
defined by the Monarch architecture to enable alignment between blocks. However, this
decomposition is applied not to the original weight matrix W , but to a version of it
that has already been reordered. Specifically, we first permute the rows and columns of
W so that similar elements are grouped together into blocks, this rearranged matrix is
what we call W ′.

To apply the Monarch decomposition to the original weight matrix W , we first
compute row and column permutations Pr and Pc using our permutation algorithm, and
then decompose the permuted matrix W ′ = PrWPc. After decomposition, we apply
the inverse permutations to map the output back into the original coordinate space.
This gives the full approximation:

W ≈ P−1
r LPRP−1

c

In this formulation, P−1
r and P−1

c undo the rearrangement introduced before decom-
position, allowing the compressed model to be used in the original architecture without
changing the input or output ordering.

The goal of this chapter is to design, analyze, and compare permutation strategies
that improve the performance of Monarch decomposition. In particular, we study how
the choice of distance or similarity metric affects the clustering of rows and columns,
and how the resulting permutation impacts the accuracy of the monarch approximation.

To evaluate how well these permutations improve the approximation quality, we
use the relative reconstruction error, computed using the Frobenius norm. Given the
original weight matrix W ∈ Rm×n and its low-rank approximation W̃ ∈ Rm×n, the error
is defined as:

Error =
∥W − W̃∥2F

∥W∥2F
where ∥ · ∥F denotes the Frobenius norm:

∥A∥F =

√√√√ m∑
i=1

n∑
j=1

|aij|2

This metric quantifies how much of the original matrix’s sum of squared entries is
lost during approximation. Since the result is normalized, it is independent of the matrix
scale and enables consistent comparisons across different layers and models. Lower values
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indicate that the approximation W̃ closely resembles the original matrix W , making
this an effective measure of permutation quality within the monarch decomposition.

3.1 Evaluation of Similarity Metrics

The performance of the permutation algorithm in structured decomposition methods
such as Monarch depends significantly on the choice of similarity or distance metric
used to guide the clustering of rows and columns. Since the matrix is partitioned into
fixed-size blocks, the quality of approximation in each block depends on the internal
coherence of its contents. Therefore, the permutation step clusters together similar rows
and columns so that they fall within the same block after reordering. A well chosen
metric can better capture the relationships between vectors, leading to higher intra-block
similarity. In this section, we define the set of metrics used to guide the permutation
algorithm and evaluate them to determine their impact on the reconstruction quality of
the weight matrix after Monarch approximation. While these metrics can be applied
to any permutation algorithm, the results reported below were obtained using the
ILP-based permutation algorithm 3.2, defined later in this chapter.

Absolute Cosine Similarity

Cosine similarity measures the angular closeness between two vectors. Given two vectors
a, b ∈ Rd, the cosine similarity is defined as:

cosine_similarity(a, b) =
a · b

∥a∥∥b∥

This metric has values in the range [−1, 1], where 1 means the vectors are aligned, 0
they are orthogonal and -1 means they are in opposite directions. In our implementation,
we transform cosine similarity into a absolute cosine similarity score:

Cij =

∣∣∣∣∣ xi · xj

∥xi∥∥xj∥

∣∣∣∣∣
The absolute value allows us to treat vectors that point in opposite directions as

still being similar. This makes sense in our case, because during SVD, the sign of a
vector doesn’t really matter, both a vector and its negative can be represented equally
well by the same singular component. That means even if two vectors point in opposite
directions, they can still be approximated by the same low-rank structure. So, we take
the absolute value to capture both aligned and not aligned vectors as being equally
useful for grouping and clustering.
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Absolute Correlation

Correlation is closely related to cosine similarity, but it centers each vector by subtracting
its mean before computing the angle. It is defined as:

correlation(a, b) =
(a− ā) · (b− b̄)

∥a− ā∥∥b− b̄∥

Here, ā and b̄ represent the means of vectors a and b. This metric captures how
strongly two vectors vary together, independent of their absolute values. In our
application, the pairwise correlation matrix C ∈ Rn×n is computed for all row vectors
xi, xj of the matrix X ∈ Rn×d as:

Cij =

∣∣∣∣∣ (xi − x̄i) · (xj − x̄j)

∥xi − x̄i∥ · ∥xj − x̄j∥

∣∣∣∣∣
The absolute value plays the same role as in the absolute cosine similarity.

Manhattan Distance

Manhattan distance [8] measures the total difference between two vectors across all
dimensions by summing their absolute differences. For vectors a, b ∈ Rd, it is defined
as:

manhattan_distance(a, b) =
d∑

i=1

|ai − bi|

To convert this into a similarity score suitable for our maximization objective, we
normalize it and define the similarity matrix C as:

Cij = 1− dman(xi, xj)

maxi,j dman(xi, xj)

This ensures that all similarity values fall within the range [0, 1], with 1 indicating
maximum similarity (i.e., distance = 0).

Euclidean Distance

Euclidean distance [8] measures the direct, shortest path between two points in Euclidean
space. Given two vectors a, b ∈ Rd, the Euclidean distance is defined as:

euclidean_distance(a, b) =

√√√√ d∑
i=1

(ai − bi)2

The similarity matrix C ∈ Rn×n is then defined as:
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Cij = 1− deuc(xi, xj)

maxi,j deuc(xi, xj)

This normalization ensures that Cij ∈ [0, 1], where a value close to 1 indicates that
vectors xi and xj are very similar (i.e., have a small Euclidean distance), and values
close to 0 indicate dissimilar pairs.

Chebyshev Distance

Chebyshev distance [8] measures the largest absolute difference between any single
dimension of two vectors. It is defined for vectors a, b ∈ Rd as:

chebyshev_distance(a, b) = max
i=1,...,d

|ai − bi|

Unlike Euclidean or Manhattan distances, which aggregate differences across all
dimensions, Chebyshev distance focuses on the most significant deviation between two
vectors.

To use this metric in our maximization-based clustering, we convert it into a similarity
matrix by normalizing the distance matrix and applying a complement transformation:

Cij = 1− dcheb(xi, xj)

maxi,j dcheb(xi, xj)

This formulation ensures that Cij ∈ [0, 1], where 1 indicates that the vectors differ
by 0 in every dimension, and values closer to 0 reflect greater dissimilarity based on
their largest coordinate difference.

Bray-Curtis Distance

Bray-Curtis distance [8] quantifies dissimilarity between two non-negative vectors based
on the sum of absolute differences relative to their total magnitude. For vectors
a, b ∈ Rd

≥0, it is defined as:

bray-curtis_distance(a, b) =
∑d

i=1 |ai − bi|∑d
i=1 |ai + bi|

Bray-Curtis distance is naturally bounded in the range [0, 1], where 0 indicates
identical vectors and 1 represents maximum dissimilarity. To adapt it to our similarity-
based ILP objective, we define the similarity matrix as:

Cij = 1− dbc(xi, xj)

Since the distance is already normalized, no additional scaling is required. This
transformation ensures Cij ∈ [0, 1], where higher values indicate greater similarity.
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Canberra Distance

Canberra distance [9] is similar to Manhattan distance, but differs in the weighting of
the differences. It gives more importance to small differences and is especially sensitive
when elements of the vectors are near zero. It is defined for vectors a, b ∈ Rd as:

canberra_distance(a, b) =
d∑

i=1

|ai − bi|
|ai|+ |bi|

This metric can take on larger values and is not inherently bounded. To ensure
its compatibility with our similarity-based ILP formulation, we normalize it by the
maximum pairwise distance and define the similarity matrix as:

Cij = 1− dcan(xi, xj)

maxi,j dcan(xi, xj)

This normalization maps the similarity scores into the interval [0, 1], where 1 indicates
identical vectors and 0 reflects maximal dissimilarity.

Evaluation of Metrics

To integrate the distance based metrics into our ILP algorithm, which maximizes intra
cluster similarity, we first convert each distance into a similarity score. For distance
metrics that are not naturally bounded in the interval [0, 1], we normalize them before
applying a complement transformation (i.e., Cij = 1− d(xi,xj)

dmax
).

The experimental evaluation was performed on the fully connected layer fc1 from the
lightweight Vision Transformer model test_vit3.r160_in1k. This model is a compact
variant designed for lower computational cost and fewer parameters, making it suitable
for experimentation. The fc1 layer, with a shape of 192× 96, is a linear transformation
that projects the input features into a higher-dimensional space and is typically located
in the feed-forward network block following the attention mechanism. Its moderate
size makes it ideal for testing various clustering and decomposition strategies while still
reflecting realistic architecture behavior.

The ILP-based clustering algorithm (see Section 3.2) was applied to permute the
rows and columns of this matrix based on similarity. The algorithm was executed
for 2000 seconds per metric, 1000 seconds per row permutation and 1000 seconds per
column permutation.

After permuting rows and columns of the matrix, the matrix was partitioned into
equal-sized blocks, and each block was approximated using a rank-8 SVD. This rank
value was automatically selected based on the dimensions of the blocks, with the goal
of retaining approximately 50% of the original weights in each block.
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The table below presents the relative reconstruction errors for each metric. This error
quantifies how well the Monarch approximation is able to reconstruct the original weight
matrix after clustering and permutation. Lower values indicate better approximations.

Metric Relative Reconstruction Error
Original (no permutation) 0.349526
Cosine Similarity 0.330156
Correlation 0.330216
Manhattan Distance 0.342113
Euclidean Distance 0.348706
Chebyshev Distance 0.347947
Bray-Curtis Distance 0.344120
Canberra Distance 0.347188

Table 3.1: Relative reconstruction errors for different distance metrics on fc1, using ILP
clustering with rank-8 block approximation and running 2000 seconds per metric.

The results in Table 3.1 show that the choice of similarity or distance metric signifi-
cantly impacts the quality of the final low-rank approximation. The best performance
was achieved using Cosine Distance, with a relative reconstruction error of 0.330156,
closely followed by Correlation Distance at 0.330216. These two metrics consistently
outperformed all others, confirming that angular similarity is more effective at capturing
structural relationships in the weight space than pure magnitude-based distances.

In contrast, Euclidean, Chebyshev, Manhattan, Bray-Curtis, and Canberra distances
all resulted in higher reconstruction errors. While Manhattan and Bray-Curtis performed
slightly better than the unpermuted baseline, they still fell short of the angular-based
metrics. This suggests that differences in vector orientation (as captured by cosine and
correlation) are more informative for guiding the clustering of weights than absolute
positional differences.

Overall, we conclude that cosine distance is the most suitable metric for permutation-
based clustering in Monarch decompositions, as it leads to more coherent block structures
and lower reconstruction error. This metric will be used in subsequent evaluations of
permutation algorithms throughout this thesis.
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3.2 ILP Permutation Algorithm

To improve the quality of low-rank approximations in Monarch decomposition, we
propose an algorithm based on integer linear programming (ILP), called ILP Permutation
algorithm. This algorithm helps to improve SVD approximation in Monarch blocks by
reordering the weight matrix in a more structured way. It computes two permutation
matrices, Pr and Pc, which reorder the rows and columns of the original weight matrix
W so that similar vectors are grouped together.

This grouping is a form of clustering, motivated by the block structure of the
Monarch decomposition. Monarch divides the weight matrix into fixed-size blocks, and
a good approximation depends on each block containing elements that behave similarly.
By clustering similar rows and columns into clusters of block size before decomposition,
we improve the effectiveness of the low-rank approximation in each block.

The algorithm is applied twice, once on the original weight matrix W to find a row
permutation Pr, and once on the transposed matrix W⊤ to find a column permutation
Pc. This section describes the formulation, and implementation of the approach.

3.2.1 ILP Formulation

The core of the permutation algorithm is formulated as an ILP that finds an optimal
assignment of rows to clusters by maximizing the total similarity within each cluster.
The cluster size is given by n/k, where n is the number of rows in the weight matrix, and
k is the number of clusters. This value comes directly from the structure of the Monarch
decomposition, which divides the matrix evenly into blocks. Specifically, Monarch splits
the matrix along both rows and columns into k parts, so each cluster corresponds to
one block in the decomposition. Note that the number of clusters k can be different
for rows and columns. This optimization problem is modeled using two sets of binary
decision variables:

• xij ∈ {0, 1}: This variable is equal to 1 if row i is assigned to cluster j, and 0
otherwise.

• zi1i2j ∈ {0, 1}: This variable is equal to 1 if both rows i1 and i2 are assigned to
the same cluster j, and 0 otherwise.

The objective of the ILP is to maximize the total intra-cluster similarity, expressed
as:

max
k∑

j=1

n∑
i1=1

n∑
i2=i1+1

Ci1i2 · zi1i2j
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Here, Ci1i2 is the entry in the similarity matrix computed between rows i1 and i2 of
the input weight matrix X. By summing over all pairs of rows (i1, i2) that are assigned
to the same cluster, weighted by their similarity, the algorithm attempts to create
clusters where all members are as similar as possible.

The ILP is subject to the following constraints:

1. Assignment Constraint: Each row must be assigned to exactly one cluster:
k∑

j=1

xij = 1 ∀i ∈ {1, . . . , n}

2. Balancing Constraint: Each cluster must contain exactly n/k rows for uniform
cluster sizes:

n∑
i=1

xij =
n

k
∀j ∈ {1, . . . , k}

3. Auxiliary Consistency Constraint: The third set of constraints defines the
logical relationship between the x and z variables. Specifically, zi1i2j should be 1
if and only if both xi1j = 1 and xi2j = 1, where i1 < i2 to track only unique pairs.
This is enforced using the following linear inequalities:

zi1i2j ≤ xi1j

zi1i2j ≤ xi2j

zi1i2j ≥ xi1j + xi2j − 1

These three constraints ensure that zi1i2j acts as a logical AND gate for the pair
(xi1j, xi2j), but only for unique pairs where i1 < i2. Without these constraints, the
optimizer would not correctly model the presence or absence of pairs in the same
cluster, and the objective function could be maximized incorrectly. By limiting
the pairwise comparisons to unique pairs, we reduce redundancy and improve the
efficiency of the optimization.

Thus, the total number of constraints is:

Total Constraints = n+ k +
n(n− 1)

2
× k

Number of Variables The number of variables in the ILP formulation is determined
by the size of the decision variables sets:

• The number of xij variables is n× k, since each row is assigned to one of the k

clusters.

• The number of zi1i2j variables is n(n− 1)/2× k, since for each pair of rows (i1, i2),
the pairwise cluster assignment must be considered for each of the k clusters.

Therefore, the total number of variables in the ILP formulation is:

Total Variables = n× k +
n(n− 1)

2
× k
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3.2.2 Solving Time

The time complexity of this ILP formulation is NP-hard, as it involves solving an integer
programming problem with a large number of variables and constraints. Specifically,
the number of variables grows as O(n2 · k) and the number of constraints grows as
O(n2 · k).

While Integer Linear Programming is a challenging problem, many practical instances
of our clustering formulation can be efficiently solved by modern ILP solvers. Therefore,
we employ the Gurobi Optimizer [10] , a commercial solver known for its speed,
robustness, and scalability. Gurobi implements advanced techniques such as cutting
planes, presolve routines, heuristic start solutions, and parallel branch-and-bound
algorithms, which make it significantly faster and more reliable than many open source
alternatives like CBC or GLPK.

We use a predefined time limit (e.g., 1000–2000 seconds) per permutation to allow
the solver to search for high-quality solutions without requiring it to reach the global
optimum. Gurobi supports time-bounded optimization while continuing to return the
best known feasible solution found during the search.

Despite the lack of global optimality guarantees in time-constrained runs, the
algorithm consistently produces well balanced, similarity preserving clusters, making it
suitable for structured model compression techniques such as Monarch decomposition.

3.2.3 Impact of Rank and ILP Permutation on Reconstruction

Error

In Monarch decomposition, the matrix is divided into blocks. Each block is approximated
using a SVD. The number of retained singular values and vectors in each block is referred
to as the rank of the approximation. A higher rank allows the block to preserve more
information from the original matrix, resulting in lower reconstruction error but increased
memory usage.

To evaluate the effect of permutation and rank on reconstruction quality, we com-
pared the relative Frobenius norm error of the fc1 layer with and without cosine
distance-based row permutation across ranks from 1 to 8. The cosine-based permutation
was generated using the ILP clustering algorithm with a runtime of 1000 seconds per
row permutation and 1000 seconds per column permutation, 2000 seconds in total.
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Rank Original (no permutation) ILP Permutation
1 0.8617 0.8379
2 0.7593 0.7339
3 0.6708 0.6429
4 0.5906 0.5662
5 0.5210 0.4967
6 0.4577 0.4344
7 0.4006 0.3801
8 0.3495 0.3302

Table 3.2: Relative reconstruction error for the fc1.pt layer using different SVD ranks,
with and without cosine-distance-based ILP permutation. Lower values indicate better
approximation quality.

The results in Table 3.2 demonstrate that cosine distance-based permutation con-
sistently improves the approximation quality across all tested ranks. The difference
is most noticeable at lower ranks, where the reconstruction is generally more lossy.
This suggests that grouping similar rows before block-wise decomposition allows more
effective use of the limited rank budget in each block. As the rank increases, the error
naturally decreases for both cases, but the permutation still provides a measurable
advantage.

To illustrate the impact of permutation on the accuracy of Monarch decomposition,
we present a visual comparison between the original and permuted versions of a weight
matrix, along with their corresponding rank-1 approximations.

Figure 3.1: Visualization of a cropped version of the fc1 layer (36× 96) and its Monarch
rank-1 approximation. Top row: original matrix and its approximation. Bottom row:
permuted matrix and its approximation. Colored rectangles highlight regions with
pattern loss (red) and preservation (blue).
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In this figure, we use a cropped section (36 × 96) of the fc1 matrix to provide a
clearer comparison. The top row shows the original weight matrix M and its rank-1
Monarch approximation. The red rectangles in both images highlight regions where the
original structure is poorly captured by the low-rank approximation, resulting in visible
loss of information.

The bottom row displays the same matrix after applying a row and column permu-
tation based on cosine similarity clustering. This reordering concentrates structurally
similar elements within the same blocks. The blue rectangles show regions where
the internal patterns are preserved more effectively after the rank-1 approximation,
demonstrating the benefit of permutation.

By aligning similar rows and columns together within blocks, the permutation step
improves the quality of low-rank compression. This results in better local approximations,
by the lower relative reconstruction error of 0.8258 for the permuted matrix, compared
to 0.8608 for the original matrix without permutation.
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3.3 Balanced Spectral KNN Permutation Algorithm

ILP clustering provides high-quality permutations for Monarch decomposition by explic-
itly maximizing the similarity between rows or columns that are grouped into blocks.
While precise, ILP is computationally expensive. As the size of the matrix grows,
solving the ILP becomes increasingly impractical, often taking hours for large layers in
modern neural networks. This makes ILP unsuitable when we want fast and scalable
compression methods.

We introduce a fast and practical alternative to ILP-based permutation, using
spectral clustering [11] guided by mutual nearest-neighbor graphs. While ILP produces
high-quality balanced groups, it becomes computationally expensive for larger matrices.
Our approach aims to capture similar structure at a much lower cost.

Instead of relying on spectral clustering to produce the final clusters directly, we
use it primarily to estimate cluster centers. We apply spectral clustering on a mutual
KNN graph to uncover this structure.

However, spectral clustering does not enforce that each cluster has the same size,
which is a requirement for Monarch decomposition. To solve this, we apply a balancing
step.

From each spectral cluster, we select a fixed number of the most representative
points, those that are closest to the computed cluster center based on cosine similarity.
If a cluster contains fewer points than required, we fill the remaining slots with points
obtained from other clusters that were larger than our fixed cluster size. This step
balances clusters while still aligning with the similarity structure captured by spectral
clustering.

This approach allows us to construct balanced clusters that still reflect the similarity
structure uncovered by spectral clustering. It offers a good trade-off between quality
and efficiency, often coming close to the performance of ILP while running significantly
faster.

3.3.1 Constructing the Mutual K-Nearest Neighbor Graph

The first step in our permutation algorithm is to construct a similarity graph that
captures the relationships between rows (or columns) of the weight matrix. Each node
in the graph corresponds to one row (or column), and the edges represent how similar
these rows are to each other.

To measure similarity, we use cosine similarity. Given a matrix X ∈ Rn×d, where
each row represents a d-dimensional feature vector, we compute pairwise cosine similarity
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as defined in Section 3.1. Specifically, the affinity matrix is constructed using:

Cij =

∣∣∣∣∣ xi · xj

∥xi∥∥xj∥

∣∣∣∣∣
as previously introduced.

To construct the graph, we begin by identifying the k most similar neighbors for
each point based on cosine similarity. However, we do not add edges for all top k

neighbors. Instead, we add only mutual edges. Defined as an edge is formed between
two nodes i and j only if:

• j is among the top k neighbors of i, and

• i is among the top k neighbors of j

This forms a mutual KNN graph. Unlike standard KNN graph where each node
has exactly k outgoing edges, mutual KNN graph is more selective. A node in mutual
KNN graph may end up with fewer than k edges if its neighbors are not mutual.

The result is a sparse affinity matrix that better captures the true local structure in
the data. This matrix serves as the input for spectral clustering in the next stage of
our algorithm.

3.3.2 Spectral Clustering on Mutual KNN Graph

Once the cosine similarity KNN graph has been constructed, we apply spectral clustering
to group together similar rows or columns of the matrix. Spectral clustering is a graph-
based clustering method that uses the structure of a similarity graph.

The algorithm starts from the KNN graph constructed in the previous step, where
edges represent strong, mutual connections based on cosine similarity. This graph
is encoded as a sparse and symmetric affinity matrix, which captures only the most
relevant pairwise relationships and removes weak or one-sided links.

From the affinity matrix constructed using mutual KNN, we build a graph Laplacian,
which captures the connectivity and similarity structure of the graph. The unnormalized
Laplacian L is defined as:

L = D − A

where A is the affinity matrix and D is the diagonal degree matrix, with entries
Dii =

∑
j Aij. This Laplacian encodes both the local connectivity (through degrees)

and global relationships (through affinities) between nodes.
The next step is to compute the eigenvectors of the Laplacian. Specifically, we

calculate the first k eigenvectors corresponding to the k smallest eigenvalues. These
eigenvectors embed the nodes into a k-dimensional continuous space where the graph
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structure is preserved, nodes that are strongly connected in the graph are placed close
together in the embedded space.

Once in this reduced space, the algorithm applies a standard clustering discretization,
converting the continuous eigenvector representation of each point into a single, discrete
cluster label, to group points together. The result is a cluster assignment for each row
based on their position in this spectral embedding space.

3.3.3 Center-Based Balancing

However, spectral clustering does not enforce any constraint on the size of the clusters.
The number of points assigned to each cluster depends entirely on the shape and
structure of the similarity graph. The output clusters can vary in size, and some clusters
contain more points than others. This lack of balance is problematic for Monarch
decomposition, which requires all blocks to be the same size. Different cluster sizes
break the regular block structure expected by the Monarch decomposition, leading to
misaligned matrix partitions. This not only disrupts the structure of the decomposition,
but also degrade the quality of the Monarch approximation. For each cluster, we select
the n/k points that are most similar to the cluster center, based on cosine similarity.
This ensures we retain the most representative points from each group.

If a cluster contains fewer than the required number of points, we fill the remaining
slots using points that were not selected by any other cluster. These additional points
are chosen based on how similar they are to the underfilled cluster’s center, so that the
overall structure of the clustering is preserved while achieving strict size balancing.

We implement spectral clustering using the SpectralClustering class from the scikit-
learn library [12]. By setting the affinity parameter to precomputed, we are able to
directly pass our custom mutual KNN-based similarity matrix as input. This allows
the clustering algorithm to operate directly on the graph structure constructed in the
previous section, rather than recomputing similarities internally.

3.3.4 Time Complexity

Before analyzing the time complexity of our algorithm, we first explain the main
quantities involved:

• n is the number of rows (or columns) in the matrix we want to permute. It is
also the number of points that we cluster.

• d is the feature dimension of each point, meaning the number of values in each
row or column.
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• k is the number of clusters we want to divide the points into. Typically, k is
chosen so that each cluster has exactly n/k points.

The Balanced Spectral KNN Permutation algorithm consists of several steps, each
with its own computational cost:

• Computing the Cosine Similarity Matrix: We calculate the similarity be-
tween every pair of points. Since each similarity comparison involves d dimensions,
and we compare all pairs, this step takes O(n2d) time.

• Building the Mutual KNN Graph: For each point, we find its k most similar
neighbors. This involves sorting similarity scores and requires about O(n2 log n)

operations overall.

• Spectral Embedding: We compute the first k eigenvectors of the graph Lapla-
cian, which embeds the points into a lower-dimensional space. This step takes
around O(nk) time, assuming the graph is sparse.

• Assigning Labels (Discretization): Based on the spectral embedding, each
point is assigned to a cluster, which costs another O(nk).

• Balancing Clusters: We compute the center of each cluster and select the points
closest to the center. This selection step takes O(nd) time.

Among all these steps, the most time-consuming is computing the cosine similarity
matrix and building the mutual KNN graph, both dominated by the O(n2 log nd) term.

Thus, the overall time complexity of the Balanced Spectral KNN Permutation
algorithm is:

O(n2 log nd)

This means that the running time grows quadratically with the number of points
n and linearly with the feature dimension d. Even though the time complexity of
our method is quadratic, it is not just faster than solving an ILP, it is fundamentally
more practical. While ILP-based permutation can take hours or even days to solve
for moderately sized matrices, our Balanced Spectral KNN Permutation algorithm
typically completes in a matter of seconds or minutes. In practice, the two approaches
are incomparable in terms of scalability, making this method a much more viable choice
for large weight matrices.
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3.3.5 Impact of Rank and Spectral KNN Permutation on Re-

construction Error

To evaluate the effectiveness of our clustering based permutation method using mutual
KNN and spectral clustering, we measure the relative reconstruction error of the
fc1 weight matrix, also used in evaluation metrics, across diffferent SVD ranks. This
approach allows us to compare how well the block-wise low-rank approximation captures
the original matrix with and without permutation.

Same as with the ILP-based evaluation, we compute the relative reconstruction error
using the Frobenius norm between the original matrix W and its approximated version
W̃ . In our method, we apply mutual KNN-based spectral clustering separately to the
rows and columns of the matrix. This produces two balanced permutation vectors,
which are used to reorder the matrix before decomposition.

Table 3.3 presents the reconstruction error across different ranks, comparing the
original unpermuted matrix with our spectral KNN-based permutation approach.

Rank Original (no permutation) KNN Spectral Permutation
1 0.8617 0.8160
2 0.7593 0.7150
3 0.6708 0.6274
4 0.5906 0.5507
5 0.5210 0.4845
6 0.4577 0.4238
7 0.4006 0.3704
8 0.3495 0.3233

Table 3.3: Relative reconstruction error for the fc1 layer using different SVD ranks,
with and without permutation based on mutual KNN and spectral clustering. Lower
values indicate better approximation quality.

As seen in the table, the permutation generated by our KNN spectral clustering
algorithm consistently improves reconstruction quality across different ranks. The
improvement is noticeable at lower ranks, where the matrix approximation is more
constrained. This highlights the benefit of reordering rows and columns into similarity-
based blocks before applying SVD. It enables better use of the limited rank budget and
produces more accurate reconstructions.

The output of this process is a single permutation vector, an ordered list of indices
that rearranges the rows (or columns) such that similar vectors are grouped together
into balanced blocks. We call this function twice, once on the weight matrix W to
compute the row permutation, and once on the transposed matrix W T to compute the
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column permutation.

3.3.6 Comparing ILP and Spectral KNN Permutations

To understand how different permutation strategies affect the quality of matrix ap-
proximation, we measured the reconstruction error after applying low-rank SVD to the
fc1 layer. We compared four cases: no permutation at all, ILP-based permutations
with 2000 and 4000 seconds of solving time per layer, and our Balanced Spectral KNN
method.

Even when giving ILP a full 4000 seconds for permutation, it still didn’t outper-
form our spectral method. In fact, Balanced Spectral KNN consistently led to lower
reconstruction error across all tested ranks. This shows that solving ILP for a long time
doesn’t necessarily lead to better results, while Balanced Spectral KNN achieves better
quality in a fraction of the time and with far less computational cost.

Table 3.4: Relative reconstruction error (lower is better) for the fc1 layer across SVD
ranks.

Rank Original (No Perm.) ILP (2000s) ILP (4000s) Spectral KNN
1 0.8617 0.8379 0.8366 0.8160
2 0.7593 0.7339 0.7309 0.7150
3 0.6708 0.6429 0.6416 0.6274
4 0.5906 0.5662 0.5636 0.5507
5 0.5210 0.4967 0.4948 0.4845
6 0.4577 0.4344 0.4331 0.4238
7 0.4006 0.3801 0.3781 0.3704
8 0.3495 0.3302 0.3281 0.3233



Chapter 4

Integrating Monarch and Permutation
into Model

Matrix multiplications inside linear layers play an important role in deep learning
models, especially in large neural networks and vision transformers. With model
size, the computational cost of these operations grows rapidly. With efficient matrix
decomposition techniques, multiplication time complexity can be improved. This chapter
explains how Monarch decomposition and clustering permutations are integrated into
weight matrices of neural networks, affecting both the forward and backward pass. It
also explains how it is implemented using custom layers in PyTorch for compatibility
with existing models.

In the model, multiple layers are stacked together, meaning the output of one layer
is the input for the next layer. This forms a hierarchical learning process. Each layer
applies a transformation to its input by multiplying it with a weight matrix. The
transformation can be expressed as:

Y = XW T

Where X represents the input activations from the previous layer, W contains the
learnable parameters, weights of the layer, and W T is its transposed form. However,
in our approach, instead of using a dense weight matrix W T , we replace it with
a structured decomposition based on Monarch matrices and permutation from the
clustering algorithm. This transformation is expressed as:

W T ≈ Permcolumns ·R · P · L · Perm−1
rows

Where:

• Permcolumns applies a permutation to reorder the columns before the multiplication
with R.

33
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• L and R are block-diagonal matrices capturing low-rank approximations of the
permuted weight matrix W as Permrows ·W · Pcolumns.

• P is a fixed permutation matrix applied between L and R.

• Perm−1
rows is the inverse permutation applied at the end to restore the correct

arrangement of the output.

After applying Monarch decomposition, we need to reorder the output back to its
original form. This is why we use the inverse of the row permutation, Perm−1

rows, at the
end of the transformation. It ensures that the final output has the correct structure,
matching what the original (unpermuted) model would produce.

On the other hand, we do not invert the column permutation Permcolumns. This
permutation is applied directly to the input before the transformation starts. Once we
permute the columns of the weight matrix during decomposition to expose its block
structure, we need to apply the same permutation to the input features. This aligns
the input X with the permuted structure of the weight matrix, so that multiplication
proceeds correctly. If we were to invert the column permutation, we would undo
that alignment and the multiplication would no longer match the intended low-rank
structure.

This setup is also reflected in our implementation. We permute the input using
Permcolumns, then perform the structured transformation using the block matrices L, P ,
and R. We apply Perm−1

rows to bring the output back to its expected format.
This transformation is implemented using PyTorch [13] torch.nn.Sequential module,

which allows for a structured and efficient stacking of operations. Instead of applying
a dense weight matrix directly, each component of the Monarch decomposition is
implemented as a separate layer, to keep modularity and computational efficiency.

There are three key classes involved in this implementation. The permutation layer
is responsible for applying a precomputed permutation to the input matrix along its last
dimension. This permutation is computed using a clustering algorithm, which reorders
the rows and columns to improve the approximation of the reconstructed matrix. The
block-linear layer replaces the dense weight matrix with structured blocks, allowing
matrix multiplication to be performed on smaller submatrices rather than the dense
weight matrix. This improves memory efficiency and computational speed by using
block-wise operations instead of dense multiplications. The Monarch permutation layer
applies an additional permutation matrix to ensure that the approximated input matrix
is correctly reconstructed after processing.

By stacking these layers inside torch.nn.Sequential, the model can efficiently han-
dle large weight matrices while reducing the number of parameters and maintaining
computational efficiency.
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4.1 Proportional Rank Selection for Consistent Com-

pression

To keep things simple and consistent across the model, we use the same proportion
of weights in each decomposed layer. This means that every layer is compressed to
the same relative degree, regardless of its size. To do this, we calculate the rank k for
the low-rank decomposition in a way that keeps the proportion of retained weights the
same across all blocks. The exact rank depends on the dimensions of each layer, but
the overall goal is to reduce the number of weights while still keeping enough capacity
for the model to perform well. The formula we use is:

rank =
br × bc
br + bc

÷ s

Where:

• br and bc are the height and width of each block

• s is a scaling factor that determines the proportion of parameters retained

The total number of parameters in the decomposed weight matrix is approximately
1
s
× 100% of the original number of parameters. By adjusting s, we can control the

degree of compression, allowing for a trade-off between computational efficiency and
model expressiveness.

For example, if we set s = 2, we keep about 50% of the original weights. Increasing
s compresses the model even more, using fewer weights and making the representation
even more compact. This way of computing the rank adjusts automatically to different
layer sizes, helping us compress the model efficiently while still keeping the important
information needed for good predictions. By lowering the rank, we cut down the number
of parameters and speed up computations.

4.2 Selecting Layers for Decomposition

In our experiments, we decided to apply Monarch decomposition only to certain parts
of the Vision Transformer (ViT) model. Specifically, we focused on the fully connected
layers inside the transformer blocks, like those found in the feed-forward components.
These layers are responsible for most of the matrix computations in the model and
contain a large portion of the total parameters. By replacing them with Monarch
matrices, we can reduce both memory usage and computational cost in a meaningful
way.

However, we chose not to modify the classification head, the final linear layer that
maps the model’s internal features to output predictions. This layer is tightly linked to
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the specific prediction task and typically has a fixed size that matches the number of
output classes. Changing its structure could risk hurting the model’s accuracy. Second,
the classification head usually contains very few parameters compared to the rest of the
model, so applying Monarch decomposition there wouldn’t offer much benefit in terms
of speed or memory savings.

This strategy is supported by the Monarch paper [6], which shows that the biggest
gains from Monarch matrices come from applying them to large, dense layers, like
those in attention and feed-forward blocks. Other research [14, 15] also suggests that
modifying small or task-specific layers, such as the classification head, often leads to
limited improvements or even performance drops.

4.3 Using Input Activations to Guide Decomposition

and Permutation

Before replacing the linear layers in the model with their decomposed versions, we first
take a look at how each layer actually behaves during a forward pass. To do this, we
collect statistics about the input activations, the values that are fed into each layer
when processing real data, following the strategy from [16].

To make compression more aligned with real behavior, we incorporate input activa-
tion statistics into both the decomposition and permutation processes. During inference,
not all input features in a linear layer are used equally. Some features in the input
space are consistently more active than others. To measure this, we run a subset of
training data through the model and track the activations. To measure this, we run a
subset of training data through the model and track the squared activations at each
selected layer. This gives us a simple measure of input importance, where features with
consistently high magnitude contribute more to the model’s decisions.

After collecting activation statistics during a forward pass, we calculate a normal-
ization factor for each input feature. In practice, this means computing the square
root of the average squared activation values, and adding a small constant to avoid
division by zero. This gives us a per-feature scaling factor. We then rescale the inputs
by dividing by this factor and multiply by a global constant so that the average scale
across all features is one. This step helps ensure that input features with consistently
high activation values don’t dominate the decomposition, while less active features
aren’t ignored. As a result, the low-rank approximation can better represent the full
range of input patterns, not just the most prominent ones.

We also use this activation information when computing the permutations of rows
and columns. When computing permutations for the decomposition, we don’t just look
at the weight matrix on its own, we multiply it by the input normalization factors first.
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This helps the permutation algorithm group together rows and columns that are not
just structurally similar, but also similarly important in practice, leading to better block
structures and a more effective decomposition.

By using this input data, we make the Monarch decomposition better reflect how
the model actually behaves during real use. Instead of compressing raw weights, we
adapt the process based on which inputs the model uses more or less often, so the
compression is more aligned with the model’s actual activity.





Chapter 5

Experiments

5.1 Experimental Setup

Most of our experiments were done using the test_vit3.r160_in1k model, a small
Vision Transformer from the timm library [17]. This model is designed to be lightweight,
which makes it practical for quickly testing ideas and comparing different compression
methods.

The model takes 160 × 160 images as input and splits them into patches of size
16× 16. Each patch is then turned into a 96-dimensional vector (the embedding size).
The network contains 9 transformer blocks. Each block contains an attention layer and
a feedforward multilayer perceptron (MLP). The MLP expands the hidden dimension
from 96 to 192 and then projects it back to 96, enabling the network to capture more
expressive transformations. Although attention mechanisms operate differently, they
also rely on linear projections internally to compute query, key, and value matrices [18].
At the end of the model, there’s an attention pooling layer followed by a classifier that
predicts one of the ImageNet classes. We use the standard ImageNet dataset [19] for all
experiments. The training set contains 1,281,167 images across 1000 categories, while
the validation set consists of 50,000 images.

In our experiments, we replaced all the linear layers inside the attention and MLP
blocks with Monarch-decomposed layers. The amount of compression was controlled by
changing the rank of the decomposition, which specifies how many weights are kept.
The goal is to keep around the same percentage of weights across all layers to make the
comparison fair.

We trained for 12 epochs each version of the model using a 64 batch size. For
some experiments, we also collected activation statistics from 100 batches of training
data to guide the decomposition and permutation. All the code used for training,
decomposition, and permutation experiments is available at: https://github.com/

Lima239/master-thesis-pruning-dnn.

39

https://github.com/Lima239/master-thesis-pruning-dnn
https://github.com/Lima239/master-thesis-pruning-dnn


40 CHAPTER 5. EXPERIMENTS

5.2 Summary of Results on test_vit3.r160_in1k

To give a high-level overview of how different permutation strategies compare, Table 5.1
presents the validation accuracies achieved at the final training epoch (epoch 12) on
the test_vit3.r160_in1k model. Each method used activation statistics to guide the
decomposition and permutation.

This summary captures the performance of each approach at its final stage, which
reflects how well the model converged under the given compression strategy. A more
detailed, epoch-by-epoch comparison is provided in the following section.

Table 5.1: Final validation accuracy at epoch 12 on test_vit3.r160_in1k for different
permutation strategies (all using activations) and relative improvements in (%).

Method Accuracy (%) Improvement over Monarch
Monarch Only + Activations 42.19 –
ILP 2000s + Activations 43.66 +3.49%
Spectral KNN + Activations 45.65 +8.18%

Notably, the Balanced Spectral KNN permutation achieves the highest accuracy,
outperforming both the baseline Monarch-only version and the ILP-based permutation.

Figure 5.1: Accuracy at the 12th epoch for different compression levels (∼ 50%, ∼ 33%,
and ∼ 25%) on the test_vit3.r160_in1k model. Each group compares the accuracy
of Monarch-only decomposition with activation normalization against our Spectral KNN
permutation method.

To better understand how much Spectral KNN helps, we compared its accuracy with
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Monarch only (using activations) at different compression levels. At 50% compression,
Spectral KNN improved accuracy by around 8.2% compared to Monarch. When we
compressed the model more heavily to 33%, the improvement increased to 13.3%.
At the most aggressive 25% compression, the accuracy boost reached 19.2%. These
comparisons are visualized in Figure 5.1, which shows how the performance gap between
the two methods widens as compression becomes more aggressive.

The more we compress the model, the more helpful the permutation becomes. When
only a small portion of the original weights is kept, it becomes even more important
to place the most useful information in the right parts of the matrix. Spectral KNN
helps do that, by organizing weights in a more meaningful way, it allows the compressed
model to retain better performance even with fewer parameters.

5.3 Detailed Epoch-wise Results

In this section, we present full validation accuracy across all 12 epochs for each method
evaluated on the test_vit3.r160_in1k model. While the summary in the previous
section focused on final epoch performance, these detailed tables provide a more complete
view of how each model configuration improves during training. In all configurations,
the compression preserved approximately ∼ 50% of the original weight parameters.

We compare baseline Monarch decomposition to ILP-based permutations with
varying time constraint 2000 seconds and 4000 seconds per layer, both with and
without activation-based normalization. Additionally, we show how activation guided
normalization alone improves accuracy even without permutations, and finally, we
evaluate the combined effect of normalization and Spectral KNN-based permutations.

To evaluate how solver time impacts the performance of ILP-based permutations, we
tested two different configurations of the ILP solver, one where each layer was allowed
2000 seconds to find the optimal row and column permutations, and a longer setting
with 4000 seconds per layer. Both were compared against a baseline using Monarch
decomposition without any permutation applied. The results are presented in Table 5.2.
As we can see, both ILP configurations improve the model’s accuracy at every epoch
compared to the baseline. When doubling the solver time from 2000s to 4000s, we
observe a small but consistent boost in performance across all epochs. By the final
(12th) epoch, the accuracy of the Monarch-only model reaches 38.07%. With ILP
permutations applied, the 2000s version achieves 41.72%, and the 4000s version climbs
slightly higher to 42.08%.



42 CHAPTER 5. EXPERIMENTS

Table 5.2: Validation accuracy (%), comparing Monarch-only to ILP permutations with
2000s and 4000s time budgets per layer. Using ILP improves performance over the
baseline, as more solver time is allowed.

Epoch Monarch Only (%) ILP 2000s (%) ILP 4000s (%)
1 20.55 23.97 24.90
2 25.99 30.00 30.71
3 29.71 33.72 34.22
4 31.78 35.41 35.96
5 33.25 37.32 37.43
6 34.47 38.33 38.60
7 35.54 39.12 39.46
8 36.38 40.14 40.41
9 37.04 40.50 40.84
10 37.39 40.91 41.48
11 37.80 41.42 41.86
12 38.07 41.72 42.08

Table 5.3: Validation accuracy (in %) for ILP permutations with and without activation
statistics (2000s per layer). The third column shows the accuracy gain from using
activation statistics.

Epoch ILP 2000s (No Activations)(%) ILP 2000s + Activations(%) Gain (%)
1 23.97 29.21 +5.24
2 30.00 34.41 +4.41
3 33.72 36.47 +2.75
4 35.41 38.33 +2.92
5 37.32 39.71 +2.39
6 38.33 40.55 +2.22
7 39.12 41.33 +2.21
8 40.14 42.10 +1.96
9 40.50 42.56 +2.06
10 40.91 43.02 +2.11
11 41.42 43.47 +2.05
12 41.72 43.66 +1.94

Table 5.3 compares two variants of the ILP-based permutation algorithm. One uses
only the raw weights of each linear layer, and another that incorporates input activation
statistics. As shown in the table, adding activation normalization consistently improves
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validation accuracy across all 12 epochs. The accuracy gain is noticeable in the early
stages of training, with a 5.2 percentage point improvement in epoch 1 and over 4.4
points in epoch 2. Even by epoch 12, the activation-aware method still maintains an
advantage of nearly 2 percentage points.

Table 5.4: Validation accuracy (in %) using Monarch decomposition, comparing results
with and without input activation normalization.

Epoch Monarch Only (No Activations)(%) Monarch Only + Activations (%)
1 20.55 27.44
2 25.99 32.58
3 29.71 34.97
4 31.78 36.85
5 33.25 37.59
6 34.47 38.94
7 35.54 39.77
8 36.38 40.39
9 37.04 41.08
10 37.39 41.62
11 37.80 41.87
12 38.07 42.19

Table 5.5: Validation accuracy (in %), comparing Monarch decomposition with
activation-based normalization to our Balanced Spectral KNN permutation method,
also using activation statistics.

Epoch Monarch Only + Activations (%) Spectral KNN + Activations (%)
1 27.44 32.17
2 32.58 36.90
3 34.97 38.87
4 36.85 40.49
5 37.59 41.77
6 38.94 42.79
7 39.77 43.24
8 40.39 43.89
9 41.08 44.57
10 41.62 45.09
11 41.87 45.41
12 42.19 45.65
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Table 5.5 shows that the Balanced Spectral KNN method outperforms Monarch-only
decomposition with activations across all epochs. Overall, this method achieves the best
accuracy on the test_vit3.r160_in1k model. Notably, it reaches 45.65% at epoch
12, compared to 42.19% for Monarch. Despite its strong performance, the Balanced
Spectral KNN algorithm runs in under two minutes, making it more practical than
ILP-based approaches, which can take even hours per layer.

5.3.1 Effect of Compression Ratio on Model Accuracy

As shown earlier in Figure 5.1, Spectral KNN consistently outperforms Monarch-
only decomposition at the final epoch across all tested compression levels. To better
understand how this performance gap develops during training, we present the full
validation accuracy curves in Tables 5.6 and 5.7.

These tables show that the advantage of Spectral KNN is present throughout all 12
epochs. The accuracy improvement is more visible in the more aggressive compression.
For instance, with ∼25% of the weights, Spectral KNN already leads by over 3% after
just the second epoch and maintains that improvement consistently.

Table 5.6: Validation accuracy (%) per epoch for test_vit3.r160_in1k at ∼33%
weights.

Epoch Monarch Only + Activations (%) Spectral KNN + Activations (%)
1 16.71 20.75
2 21.65 26.12
3 23.95 28.69
4 26.17 30.76
5 27.58 32.00
6 28.61 33.18
7 29.42 33.98
8 30.14 34.65
9 30.71 35.13
10 31.33 35.63
11 31.61 36.00
12 31.99 36.24
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Table 5.7: Validation accuracy (%) per epoch for test_vit3.r160_in1k at ∼25%
weights.

Epoch Monarch Only + Activations (%) Spectral KNN + Activations (%)
1 12.36 15.94
2 16.39 20.46
3 18.77 22.96
4 20.47 25.11
5 21.79 26.32
6 22.57 27.37
7 23.47 28.51
8 24.06 29.01
9 24.65 29.53
10 25.14 30.15
11 25.50 30.44
12 25.69 30.62

5.4 Evaluation on Smaller ViT Models

To make sure our results are not limited to one specific model, we also tested our
compression methods on two smaller Vision Transformers test_vit2.r160_in1k and
test_vit.r160_in1k. Just like our main model test_vit3.r160_in1k, these models
come from the timm library [17]. Also we used the same dataset as in previous
experiments ImageNet [19]. Due to limited computational resources, we chose these
smaller models because they are faster to train and require significantly less memory.

In all cases, we used approximately the same compression level ∼ 50% of the
original weights and included activation statistics to guide both the decomposition and
permutation. The results for both models are summarized in Table 5.8. As with the
larger model, Spectral KNN consistently outperformed Monarch-only decomposition,
showing that it can help even in smaller, more constrained architectures.

Table 5.8: Final validation accuracy (%) at epoch 12 for smaller models using Monarch-
only and Spectral KNN permutations.

Model Monarch Only + Activ. (%) Spectral KNN + Activ. (%)
test_vit2.r160_in1k 32.52 34.93
test_vit.r160_in1k 27.71 30.49





Conclusion

In this thesis, we investigated how structured matrix decomposition, the Monarch
decomposition, can be made more effective by incorporating permutations of the weight
matrices. Our primary goal was to reduce the number of parameters in neural network
layers while preserving as much accuracy as possible. We focused on linear layers inside
Vision Transformers (ViTs), where the majority of parameters are concentrated and
where low-rank approximations can offer substantial memory and speed improvements.

We introduced two permutation algorithms ILP-based permutation algorithm and
Balanced Spectral KNN permutation algorithm. Both approaches aim to find better
arrangements of the weight matrices before decomposition, allowing the decomposi-
tion to operate on more structured blocks and improve the resulting approximation.
Additionally, we demonstrated how collecting activation statistics, based on how the
model actually processes input data can be used to guide both decomposition and
permutation.

Our experiments show that both ILP and Spectral KNN permutations lead to better
accuracy after compressing the model. However, the Spectral KNN method offers the
best trade-off between performance and practicality. Even though we limited the solver
time for ILP and did not let it reach the optimal solution, Spectral KNN still achieved
comparable accuracy in a fraction of the time.

Due to limited computational resources, we performed our experiments on smaller
Vision Transformer models from the timm library [17], such as test_vit3.r160_in1k,
test_vit2.r160_in1k, and test_vit.r160_in1k. We used these smaller models so
we could test ideas faster and improve our algorithms more easily.

In the future, it would be interesting to test these techniques on larger Vision
Transformer models and other deep networks to see if the improvements we found still
apply at a bigger scale.

Overall, our results show that combining structured decompositions with smart
permutations leads to better accuracy when using Monarch-based pruning.
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Appendix A

Attached source code

All source code developed for this thesis is available at https://github.com/Lima239/
master-thesis-pruning-dnn. The attachment includes only the most important files:

• monarchDecomposition.py – implementation of Monarch decomposition,

• cosine_dist_mip.py – ILP permutation algorithm,

• spectral_KNN_balanced.py – Spectral KNN permutation algorithm,

• Jupyter notebooks for applying Monarch and permutations to models.
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